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Abstract—Goal: Automated ADHD classification from
neuroimaging is limited by cross-site acquisition het-
erogeneity, high inter-subject variability, and reliance on
region-of-interest (ROIl)-averaged connectivity that dis-
cards voxel-level detail. Methods: We propose a four-branch
3D convolutional neural network (3D-CNN) operating di-
rectly on voxel-resolution Athena-derived maps, fALFF and
ReHo from resting-state fMRI, and Grey Matter (GM) and
White Matter (WM) probability maps from structural MRI,
without ROl summarisation. Each modality is processed
by a dedicated branch, and the four 32-d embeddings are
combined through two-stage hierarchical fusion: functional
and structural pairs first, then across modalities, before
binary classification. Results: On 768 ADHD-200 subijects,
5-fold cross-validation gave 74.80% mean accuracy, a 5.65
percentage-point gain over the strongest voxel-level base-
line. Leave-One-Site-Out validation on five mixed-diagnosis
sites gave 73.40-79.74% accuracy (mean 76.54%+2.41%),
matching or exceeding within-distribution performance.
Conclusions: The four-branch 3D-CNN generalises across
unseen sites, supporting voxel-resolution multimodal fu-
sion as a robust approach for ADHD classification.

Index Terms—ADHD classification, 3D convolutional
neural network, hierarchical feature fusion, resting-state
fMRI, structural MRI, voxel-level biomarkers.

Impact Statement—A voxel-level multimodal 3D-CNN
improves ADHD classification accuracy, capturing fine-
grained neuroimaging biomarkers; given current sensitivity
and specificity, it is not proposed as a standalone diagnos-
tic tool.

l. INTRODUCTION

TTENTION Deficit Hyperactivity Disorder (ADHD)
ranks among the most common neurodevelopmental
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conditions seen in child and adolescent populations worldwide,
with pooled estimates placing prevalence between 5% and 10%
of school-age children; in the United States, the rate reaches
approximately 9.8% for individuals aged 3—17 years, corre-
sponding to roughly six million diagnosed cases [1]. Core symp-
tom clusters—attention, hyperactivity, and impulsivity—carry
a substantial burden across academic, behavioral, and social
domains throughout childhood and persist into adulthood in
up to 70% of cases, with male predominance consistently ob-
served. In contrast to this clinical impact, established diagnostic
workflows rely almost entirely on structured clinical interviews,
behavioral checklists, and observer rating scales, instruments
that are resource-intensive and whose reliability depends on
rater training and context. The inherent subjectivity of these
procedures creates a compelling case for objective, data-driven
alternatives that can support or augment clinician judgment.
Magnetic resonance imaging has opened a quantitative win-
dow onto the brain circuits implicated in ADHD. Resting-state
functional MRI (rs-fMRI) captures low-frequency hemody-
namic fluctuations that reflect intrinsic network organization,
while structural MRI (sMRI) records the macroscopic anatomy
of grey and white matter compartments. Two widely used
rs-fMRI derivatives—fractional Amplitude of Low-Frequency
Fluctuations (fALFF) and Regional Homogeneity (ReHo)—
distill spontaneous neural activity magnitude and local tem-
poral synchrony into compact 3D scalar maps per subject.
Complementary tissue-probability maps for Grey Matter (GM)
and White Matter (WM), extracted from T1-weighted sMRI
through standard segmentation, capture morphometric corre-
lates of ADHD. Because all four volumes are provided in a
common stereotaxic space by the ADHD-200 Athena prepro-
cessing pipeline, they are well-suited to direct, registration-free
ingestion by volumetric deep learning architectures [2].
Despite these advancements, three major limitations per-
sist in existing ADHD classification methods: reliance on
region-of-interest (ROI)-based representations, limited exploita-
tion of multimodal complementarity, and insufficient mod-
eling of voxel-level spatial information. To overcome these
challenges, a multi-source voxel-level framework based on
3D convolutional neural networks is introduced. The ap-
proach utilizes four neuroimaging derivatives, namely fALFF,
ReHo, GM, and WM, each processed through independent
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modality-specific branches. A hierarchical fusion strategy is
employed to integrate functional and structural features in a
structured manner, enabling effective cross-modality learning.

a) ROI-based and 3D-CNN approaches: Automated ADHD
classification from neuroimaging has attracted sustained re-
search effort, with methods ranging from hand-crafted connec-
tivity features to end-to-end volumetric networks. The earli-
est automated approaches converted rs-fMRI recordings into
region-of-interest (ROI) connectivity matrices, trading spatial
resolution for computational tractability. Such coarse summari-
sation, while sufficient to capture gross network-level differ-
ences, systematically discards sub-ROI Blood Oxygen Level
Dependent (BOLD) patterns that may carry diagnostic signal.
The arrival of 3D convolutional neural networks offered a prin-
cipled alternative: by processing the volumetric input directly,
these architectures can learn spatially localized features from the
full voxel grid without relying on predefined atlas parcellations.

Among early voxel-level contributions, Zou et al. [2]
constructed a multi-input 3D-CNN that accepted both rs-
fMRI and sMRI volumes; the strongest pairwise combination
(GM + fALFF) reached 69.15% on a single holdout split,
establishing a widely cited baseline. Wang et al. [3] extended
single-modality sSMRI processing through dilated convolutions
to widen the receptive field without sacrificing resolution.
Shao et al. [4] took a hybrid route, pairing 3D amplitude
features with functional connectivity summaries inside a deep
forest, underscoring the complementary value of voxel-level and
graph-level information. Kim et al. [5] tackled the challenge
of scanner variability by incorporating cross-site evaluation
into an ROI-based deep learning pipeline. Ji et al. [6] shifted
focus toward temporal dynamics, embedding time-varying func-
tional connectivity matrices into a convolutional classification
pipeline. Pei et al. [7] addressed the pervasive problem of small
neuroimaging cohorts by developing task-specific augmentation
schemes that substantially improved robustness on held-out
folds.

b) Multimodal fusion and spatio-temporal methods: Cross-
modal architectures that combine structural and functional imag-
ing have consistently narrowed the accuracy gap left by single-
modality systems. Liu et al. [§] combined sMRI and rs-fMRI
features through an attention mechanism, demonstrating the
complementarity of the two streams. Huang et al. [9] trained
a shared-representation network to predict multiple psychiatric
conditions simultaneously, with ADHD classification benefit-
ing from the regularising effect of multi-task objectives. A
spatio-temporal hybrid attentive graph network proposed by
Liu et al. [10] captured temporal dynamics across the full net-
work, reaching competitive accuracy on the ADHD-200 bench-
mark. To tackle scanner-induced domain shift, Hu et al. [11]
devised a source-free semi-supervised transfer strategy that sub-
stantially recovers performance on held-out sites without access
to labeled target data during adaptation. Hierarchical or staged
feature aggregation is, more broadly, a recurring architectural
principle well beyond neuroimaging: in image super-resolution,
for instance, Jiang et al. [12] propose a hierarchical dense
recursive network that interleaves diagonal linking path-
ways within a dense block for pixel-level reconstruction, and
Xiao et al. [13] devise a frequency-assisted Mamba framework

that fuses spatial and frequency-domain state-space features
for remote sensing image super-resolution. Our contribution
is not the general principle of staged fusion, which these
works also instantiate in unrelated domains, but its specific
instantiation for multimodal neuroimaging classification: two
functional derivatives and two structural derivatives, acquired
through different physical processes and at different native
resolutions, are first consolidated within their own modality
group before being combined across groups, mirroring the func-
tional/structural dichotomy in the neuroimaging literature rather
than a generic recursive-dense or frequency-domain aggregation
used for pixel-level image reconstruction.

¢) Graph-based, multi-modal, and multi-site approaches:
Graph-based and connectivity-driven approaches provide an
alternative perspective by modeling relationships between brain
regions. Ji et al. [14] utilized generative adversarial networks
to model dynamic effective connectivity, while Luo et al. [15]
identified discriminative subgraphs from functional connectivity
networks. Qu et al. [16] proposed a graph transformer model
incorporating spatial priors for cognitive prediction tasks. Al-
though these methods capture inter-regional relationships ef-
fectively, they often rely on predefined parcellations and may
overlook voxel-level spatial variations.

Beyond MRI, several non-invasive sensing modalities have
been used to characterize ADHD. Portable functional near-
infrared spectroscopy (fNIRS) systems, when coupled with mul-
tiview feature fusion, have yielded encouraging classification
rates on small clinical cohorts [1]. Behavioral and motion-
based analyses, including handwriting dynamics [17] and depth-
based activity tracking [18], provide non-invasive alternatives
for objective assessment. Electroencephalography (EEG) has
been widely used for capturing neural activity in both clini-
cal and experimental settings, including wearable systems and
virtual reality-based paradigms [19], [20]. Motor-control-based
biomarkers derived from reaction-time and force variability
have also shown discriminative potential [21]. Furthermore,
multimodal fusion across imaging and non-imaging domains,
including magnetoencephalography—fMRI (MEG-fMRI) inte-
gration [22], speech analysis [23], and virtual reality-based
assessment environments [24], highlights the growing interest
in comprehensive diagnostic frameworks.

Methodological advances in related neurodevelopmental
disorders have also informed ADHD research. Multi-site
harmonization techniques such as ComBat have improved the re-
liability of functional connectivity analysis across datasets [25].
Domain adaptation strategies have enabled cross-site generaliza-
tion in multi-class classification tasks [26]. Low-rank represen-
tation methods and high-order functional connectivity analysis
have further enhanced the extraction of discriminative features
from complex neuroimaging data [27], [28]. These develop-
ments underscore the importance of robust and scalable com-
putational frameworks for multi-site neuroimaging studies.

Objectives: This paper proposes a four-source voxel-level
3D-CNN framework with hierarchical feature fusion for ADHD
classification. Relative to prior voxel-level and multimodal
ADHD classification work, its specific technical contribution is
twofold: (i) resolution-matched, independent branches for four
Athena-derived neuroimaging maps, each processed at its native
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voxel resolution without ROI summarisation or resizing to a
shared, capacity-limiting spatial size, and (ii) a two-stage fusion
topology that mirrors the functional/structural distinction in the
neuroimaging literature, rather than a single flat concatenation,
and which the ablation in Table VIII shows outperforms flat
concatenation. The specific objectives are:

1) Todesign fourindependent 3D-CNN branches, each dedi-
cated to one neuroimaging derivative (FALFF, ReHo, GM,
WM) and sized to that derivative’s native voxel resolution
(three Conv—Pool-BN blocks for the functional maps,
five for the larger structural maps), enabling modality-
specific representation learning directly from voxel-level
volumetric maps without ROI summarisation.

2) To introduce a two-stage hierarchical fusion strategy,
grounded in the functional/structural distinction
rather than a generic recursive or attention-based
aggregation, that first merges functional branches
(fALFF + ReHo — 64-d), then structural branches
(GM + WM — 64-d), and finally combines both
modality groups into a 128-d joint representation before
binary classification.

3) To evaluate the proposed model rigorously using both
shuffled 5-fold cross-validation (CV) and Leave-One-
Site-Out (LOSO) cross-validation on 768 subjects from
the publicly available ADHD-200 dataset, reporting mean
accuracy, sensitivity, specificity, and F1 score across
folds, with LOSO serving as the primary evidence for
cross-site behavior and the shuffled 5-fold result as a sec-
ondary, within-distribution reference (see Section III-B
and Limitations).

4) To demonstrate that the proposed four-source hierarchical
architecture achieves a 5-fold mean accuracy of 74.80%,
surpassing the best reported accuracy of 69.15% on the
ADHD-200 dataset by Zou et al. [2] by 5.65 percentage
points.

The remainder of this paper is organized as follows.
Section I Materials and methods. Section III Results. Section [V
presents a discussion of the experimental results. Section V
Conclusion.

Il. MATERIALS AND METHODS

A. Dataset

The ADHD-200 Consortium released a publicly available
multi-site neuroimaging collection assembled from seven in-
dependent acquisition centers. The cohort comprises 768 par-
ticipants: 280 individuals with an ADHD diagnosis and 488
typically developing controls (TDC), yielding a class ratio of
approximately 1:1.74. Table I details the per-site composition.
These per-subject class labels and site assignments are taken
directly from the phenotypic manifest used to instantiate the
four-modality data loaders (one row per subject, with resolved
file paths for all four derivatives), encompassing all seven ac-
quisition sites. Across sites, magnetic field strengths span 1.5 T
to 3 T, repetition times range from 1.5 to 2.5 s, and functional
voxel dimensions vary between 3.0 and 3.8 mm isotropic—a

TABLE |
ADHD-200 MULTI-SITE DATASET: SITE-LEVEL SUBJECT COUNTS, CLASS
DISTRIBUTION, FIELD STRENGTH, AND REPETITION TIME (TR), DERIVED
DIRECTLY FROM THE PER-SUBJECT PHENOTYPIC MANIFEST ACROSS ALL
SEVEN ACQUISITION SITES

Site N | TDC | ADHD | Field / TR
KKI 83 | 61 22 30T /25s
NeuroIMAGE | 48 | 23 25 30T /20s
NYU 216 | 98 118 | 3.0T/2.0s
OHSU 79 | 42 37 30T /25s
Peking 194 | 116 78 30T /20s
Pittsburgh 89 | 89 0 15T/ 15s
WashU 59 | 59 0 30T /25s
Total 768 | 488 280 —

combination that introduces substantial protocol heterogeneity
and challenges cross-site generalization.

B. Background: Athena Derivative Definitions

This section details the preprocessing steps for four voxel-
level derivatives derived from rs-fMRI and sMRI data: fractional
Amplitude of Low-Frequency Fluctuations (fALFF), Regional
Homogeneity (ReHo), Grey Matter (GM), and White Matter
(WM) probability maps.

The ADHD-200 preprocessed repository (Athena pipeline)
provides four precomputed 3D derivative maps per subject, each
a single-scalar volume in MNI stereotaxic space. fALFF and
ReHo are derived from the rs-fMRI BOLD time series; GM and
WM are tissue probability maps from T1-weighted SMRI. None
of the definitions below ((1)—(12)) are computed by our pipeline:
all four derivative maps are supplied pre-computed by the
Athena pipeline, and our method begins from the resulting NIfTT
volumes. The definitions are retained here, condensed, purely
as background for interpreting what fALFF/ReHo/GM/WM
represent, and for reproducibility of the upstream pipeline; they
are not part of this work’s methodological contribution.

1) Core preprocessing of rs-FMRI: Eachraw rs-fMRI time
series I(x,t), indexed by voxel x and frame ¢, passes through
a standardized Athena preprocessing chain: rigid-body realign-
ment to correct head motion, interpolation-based slice-timing
adjustment, 3D Gaussian smoothing, and non-linear registration
to the Montreal Neurological Institute (MNI) standard template.
Motion correction applies a rigid-body transform 7'(¢) to align
all volumes to a reference:

Inme(x,t) = I (T(t) 'x,t) . (1)

Slice-timing correction adjusts each voxel’s time series accord-
ing to its slice acquisition delay 0(x):

Iy (x,t) = Interp, (Ime(x, ), + 0(x)) . 2)
Spatial smoothing is performed via 3D Gaussian convolution:
ISmOOth (X7 t) = (IStC('7 t) * GU) (X) (3)

Finally, spatial normalization maps the data to MNI space using
a nonlinear warp ¢:

Inorm(X7 t) = Lsmooth (¢_1(X), t) . (4)
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2) Fractional ALFF (fALFF): fALFF encodes the spectral
specificity of the BOLD signal by expressing the power in the
physiologically meaningful low-frequency band (0.01-0.08 Hz)
as a fraction of total broadband power. For each voxel, the BOLD
time series s(x, t) is mapped to the spectral domain via a discrete
Fourier transform:

N—

Sulf) =D s(x,t)e 2N, 5)

t=

=

The amplitude spectrum is Ax(f) = [Sx(f)|. The amplitude of
low-frequency fluctuations (ALFF) is:

ALFF(x) = > A(f), (©6)

feB

where B is the low-frequency band. fALFF is defined as:

(N

The fALFF map is standardized to z-scores across the brain mask
for inter-subject comparability.

3) Regional Homogeneity (ReHo): ReHo quantifies the
degree to which a target voxel’s spontaneous BOLD dynam-
ics are coordinated with those of its immediate volumetric
neighborhood. Formally, Kendall’s concordance coefficient W
is computed across the K =27 voxels in the surrounding 3 x 3 x 3
cube (the target plus its 26 face-, edge-, and corner-adjacent
neighbours in the Athena pipeline), each treated as a rater that
ranks the N time frames. K = 27 is not a value we selected;
it is the standard default neighborhood size used by the Athena
pipeline’s ReHo computation, following the conventional AFNI
3d ReHo implementation, and is inherited unchanged from the
pre-computed Athena ReHo maps ingested by this work. Let ;¢
denote the rank (from 1 to V) that voxel j’s time series assigns
to frame t. The rank sum for frame ¢, summed across the K
voxel-raters, is:

K
Ry =Y rjy t=1,...,N. 8)
j=1
Kendall’s W is then:
12 al _ 5
W(x) = 2o N ; (Ri— R)", 9
K(N +1)

where R = is the mean rank sum expected under no

concordance across the N ranked time frames. The ReHo map
is normalized by the global mean or converted to z-scores before
storage.

4) Gray Matter (GM) and White Matter (WM) Maps:
Tissue-probability maps for GM and WM are produced from
T1-weighted sMRI by fitting a three-class intensity model (GM,
WM, CSF) to the voxel histogram. Let S(x) denote the T1-
weighted (T1w) image intensity at voxel x. A Gaussian mixture

model is assumed for each tissue class k € {GM, WM, CSF}:

P(S(x) | k) =N (S(x) | e %) , (10)
and prior p(k, x), the posterior tissue probability is:
(kX p (S() | ) W

PhX) = S ) p (5(x) | R)°

Optional modulation adjusts voxel intensities to preserve tissue
volumes after spatial normalization:

GMuod(X) = pom (gb’l(x)) . | det D¢’1(x)|‘

WM maps are obtained analogously by substituting pwwm (x).

5) Output Representation: The four single-volume
maps—fXI:ﬁ:(x), ReHo(x), GM(x), and WM(x)—are
provided by the Athena pipeline as compressed 3D NIfTI
(.nii.gz) files in MNI stereotaxic space, one scalar per voxel.
The fALFF and ReHo volumes have been z-scored within the
brain mask by the pipeline for inter-subject comparability; GM
and WM maps carry voxel-wise tissue probability values (0—1)
smoothed with a 6 mm FWHM Gaussian. No further temporal
aggregation is required since each map already collapses the
4D rs-fMRI time series (or the T1w scan) into a single 3D
summary statistic. The proposed model directly ingests these
four maps, applying only center-cropping to standardize spatial
extents before feeding them to the 3D-CNN branches.

The pre-processing flowchart is shown in Fig. 1. This figure
depicts the input-handling steps performed by this work’s own
pipeline (e.g., how a raw 4D rs-fMRI volume is temporally
aggregated, centered, or resized to fit a model’s input require-
ments); it does not depict the Athena pipeline’s own internal
preprocessing chain (rigid-body realignment, slice-timing
correction, spatial smoothing, and MNI normalization, (1)—(4)),
which is performed entirely upstream, before any data reaches
this work, and is described separately as background in Sec-
tion II-B. The baseline Multi-model 1, which processes raw 4D
rs-fMRI together with resized sMRI through a 3D-CNN + Gated
Recurrent Unit (GRU) pipeline; the proposed four-branch archi-
tecture (Multi-model 3) is detailed in the following subsection.

12)

C. Four-Source Voxel-Level 3D-CNN Architecture

The proposed architecture is a four-branch voxel-level 3D-
CNN with hierarchical feature fusion that processes each pre-
computed neuroimaging derivative independently before fusing
their representations for ADHD classification. All four branches
are computed fully in parallel by four independent CNN en-
coders with no dependency on one another; only the lightweight
fusion stage described below (a few dense layers over already-
computed 32-d embeddings, adding a negligible parameter and
compute overhead relative to the four convolutional branches)
has a defined merge order, which is why the functional pair is de-
scribed as consolidated before the structural pair — this describes
the concatenation order inside the fusion MLP, not a sequential
computation schedule for the branches themselves. Each branch
is dedicated to one of the four Athena pipeline derivatives: ReHo
and fALFF (functional derivatives, each 49 x 58 x 47 voxels in
MNI space) and GM and WM tissue probability maps (structural
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Fig. 1.

This work’s own input-handling steps for adapting raw 4D rs-fMRI to a model’s expected input shape (used by the Multi-model 1 baseline).

This is distinct from, and does not depict, the Athena pipeline’s upstream preprocessing chain, which this work does not perform (see Section II-B).

derivatives, each 197 x 233 x 189 voxels at 1 mm? resolution).
Each derivative is processed as a native 3D volume rather than
as a stack of independent 2D slices, since a slice-wise approach
would discard through-plane spatial continuity (e.g., contiguous
grey/white-matter boundaries or subcortical structures spanning
multiple axial slices) and would additionally require an ad hoc
scheme for aggregating per-slice predictions back into a single
subject-level decision; processing each derivative volumetri-
cally avoids both issues and lets the convolutional kernels learn
3D-local spatial patterns directly. Since all four maps are already
in MNI stereotaxic space with identical orientation, no inter-map
registration is needed; only center-cropping is applied to stan-
dardize the spatial extents before feeding each map to its branch.
Center-cropping is still necessary despite common MNI normal-
ization because the Athena pipeline’s non-linear registration step
can yield NIfTI volumes with small differences in voxel-grid
extent across subjects and sites (arising from differences in
the acquisition field of view/matrix size feeding into the same
target template); the raw per-subject volumes are therefore not
guaranteed to share identical array dimensions before cropping,
and a fixed-size center-crop (via PARAMCAL, defined below)
removes this residual variability. Functional branches (ReHo and
fALFF) receive 49 x 58 x 47 volumes, while structural branches
(GM and WM) receive 197 x 233 x 189 volumes, reflecting the
higher native resolution of sMRI. The two branch types also
use different block depths and filter schedules (three blocks,
filters 16— 32 —64, for the functional branches; five blocks,
filters 16— 16 — 16 — 16 —32, for the structural branches)
because the structural volumes are roughly 27 x larger by voxel
count than the functional volumes, so more pooling stages are
needed to reach a comparably sized, low-dimensional feature
map before flattening; keeping the structural branch’s filter
counts low at each of its five stages, rather than doubling as
aggressively as the functional branches, was a deliberate choice
to control the growth of total parameters and compute given the
much deeper stack, rather than an arbitrary difference between
the two branch types. The architecture is shown in Fig. 2.

a) Functional branches (ReHo, fALFF): Each functional
branch passes its input through three sequential Conv3D-
MaxPool3D-BatchNorm blocks. The filter counts double pro-
gressively: 16 — 32 — 64 (corresponding to base filter count
ny =38 multiplied by factors 2,4,8). A Dropout(0.5) layer is
inserted after the second block to regularise training. All con-
volutions use 3 x 3 x 3 kernels with valid padding; all pooling
uses 2x2x2 windows with matching stride. The spatial di-
mensions evolve as (49, 58, 47) — (47, 56, 45) — (23, 28, 22) —
(21,26,20)—(10,13,10) —(8,11,8) —(4,5,4), yielding a
flattened vector of dimension 4x5x4x64=5120. A final
Dense(32)-Rectified Linear Unit (ReLLU) layer projects each
branch to a 32-dimensional embedding hs (ReHo) or hp
(fALFF).

b) Structural branches (GM, WM): Each structural branch
uses five Conv3D-MaxPool3D-BatchNorm blocks with filter
progression 16 — 16 — 16 — 16 — 32 (n =4 multiplied by fac-
tors4,4,4,4,8). Dropout(0.5) is placed after blocks 2,4, and 5. A
deeper backbone is needed to sufficiently downsample the larger
197 x 233 x 189 input volume. Spatial dimensions collapse to (4,
5, 3) after five pooling stages, producing a flattened vector of
4x5x3%x32=1920, projected by a Dense(32)-ReLU head to
embeddings he (GM) and hp (WM).

c) Hierarchical fusion: The four 32-dimensional branch
embeddings are fused in two stages. First, functional
embeddings are concatenated and compressed: Pppyrr =
©(Les([ha;hp])), and structural embeddings likewise:
pumr1 = ©(Lea([he;hp))). Second, the two modality-level
representations are concatenated and further compressed:
v = ¢(L128([Pmvr1; PMri]))- A final sigmoid neuron produces
the binary ADHD/TDC prediction § = o(L1(v)). We use
“compressed” here to mean a learned, nonlinear projection
(Dense+ReLU) rather than a lossy dimensionality reduction:
concatenating two 32-d embeddings gives a 64-d vector, and
L4 maps this 64-d input to a new 64-d representation, letting
the model learn a joint nonlinear combination of the paired
embeddings at each fusion stage rather than relying on the final
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Fig. 2.

Proposed four-source voxel-level 3D-CNN architecture with hierarchical feature fusion. Four co-registered brain maps (ReHo, fALFF, GM,

WM) are processed by dedicated CNN branches. Functional branches (ReHo, fALFF; input 49 x 58 x47) use 3 Conv—Pool-BN blocks with filters
16/32/64 (layers 1-3); structural branches (GM, WM; input 197 x233x189) use 5 blocks with filters 16/16/16/16/32 (layers 1-5). Each branch
produces a 32-d embedding. Fusion is hierarchical: functional pair — Dense(64), structural pair — Dense(64), then concatenated — Dense(128)
— sigmoid output. Filter counts increase progressively within each branch (16/32/64 functional; 16/16/16/16/32 structural), consistent with Table SlI
and the architecture description in Section II-C. Columns are grouped under “Functional Biomarkers” / “Structural Biomarkers” headers, with the

fusion stage marked explicitly.

classifier alone to combine four independently-scaled branch
embeddings, while keeping the representation width bounded
and consistent (64-d after stage one, 128-d after stage two)
regardless of how many raw branch embeddings feed into it.
Table VIII quantifies the contribution of this hierarchical design
against a flat-concatenation alternative without this intermediate
projection.

Training follows a 5-fold stratified schedule covering all 768
participants. Adam with an initial step size of 10~2 minimizes
the binary cross-entropy objective; each fold runs for at most
100 epochs with a mini-batch of 1 sample (the implemen-
tation applies BatchNorm per single-sample mini-batch; see

Limitations), and the weights yielding the highest per-fold val-
idation accuracy are preserved for evaluation.

For reference, Algorithm S1 first states the generic multi-
modal training and validation loop shared conceptually across
all model variants examined in this paper (including the Multi-
model 1/2 baseline), before Algorithm 1 below specializes it to
the proposed four-branch hierarchical model.

d) Algorithm: The full training and inference procedure is
formalised in Algorithm 1. Cross-validation splitting is per-
formed at the subject level: each of the 5 folds Fj, is a disjoint
set of subject indices, so no subject’s data appears in both the
training and validation partition of the same fold. The only
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Algorithm 1: Four-Source Voxel-Level 3D-CNN With Hi-
erarchical Feature Fusion for ADHD Classification.

Require: Dataset D = {(X(Z), Xg), Xg), X%), y NN
Require: X 4, X g € R49x58x47x1 (ReHo, fALFF)

XC XD c R197><233x189><1 (GM WM)

Require: y(') € {0,1} (TDC/ ADHD), learning rate
a = 1073, batch size B =1 L

Ensure: Beﬁold model ©*; mean accuracy Acc,
sensitivity Sen, specificity Spe

1: for each subject i = 1 to N do

2: Centre-crop X( D Xg) to 49 x 58 x 47 via

Require:

PARAMCAL ]

3: Centre-crop X\, X' t0 197 x 233 x 189 via
PARAMCAL

4: end for

5: Partition D into 5 disjoint folds { F}, }7_, (shuffled, seed

7)

6:for k =1to5do

T: Dy D\Fk; Dyar < F}.

8: Init. weights © (He-uniform: Conv3D; Glorot: Dense)

9: for epoch e =1 to 100 do

10:  for each mini-batch M C Dy, [M| = B do
11: T « Dos(B(P(p(Cs.16[X:])))). s€{A, B}
2 1
12: (mp o(BIP(p(Cs ol T 1))
130 T« BP(p(Cs 64 TE)))
14: h, « <p(£32 FITY))) e R3?2
1 (-1
150 U« Dos(B(P(g o(Can o[U VD)),
16: te{C,D},l=1...4
17: U « B(P(p(Cs5 2[ u)))
18: h; < o(Ls2(F[UP))) € R32
19: prviri < ©(Lea((ha;hpl)) € RO
20: pvrt < ¢(Lea([heoihp))) € RS
21: v ©(L12s([Prvrr; PMri])) € RY28
22: 7+ o(L1(v))
23: L(O) + =13y log g
24: +(1—y™) log(1-§)]
25: O+ 0 —aVeLl(O) {Adam)
26: end for
27: Save ©, if val. accuracy improves
28: end for

29:  ©j < best checkpoint; evaluate on Dy

30: Record Accy, Seny, Spe;,, AUCy, (Area Under Curve)
31: end for

32: Ace i S Accy -

33:Sen « + ZL:l Seny; Spe ¢ S, Spey

34: return ©*, Acc, Sen, Spe

per-subject preprocessing applied here, center-cropping via
PARAMCAL (defined below) and voxel-wise z-scoring, uses fixed
geometric parameters and per-subject statistics respectively—
neither depends on, nor is fit to, the training split-so this step
introduces no leakage across the split. As discussed in the
Limitations, this subject-level disjointness does not extend to the
acquisition site: subjects from the same site can appear on both
sides of a given fold, which is the basis of the site-generalization
caveat raised elsewhere in this paper.

e) Definition of PARAMCAL and preprocess(-): Both pro-
cedures used in Algorithms S1 and 1 are specified explicitly
here. PARAMCAL computes a symmetric centre-crop: given
an input axis of length L, and a target length Ly, it sets
d= Ly, — Loy, m =1]d/2|, and returns the index pair
(start,end) = (m, Li, — (d —m)), so that slicing the axis to
[start : end] yields exactly Loy voxels centred on the original
volume; Loy is fixed at 49 x 58 x 47 for the functional maps
(ReHo, fALFF) and 197 x 233 x 189 for the structural maps
(GM, WM), and the crop indices depend only on the fixed
input/output shapes, not on any subject’s data, so this step
introduces no data-dependent leakage. Preprocess(-) denotes this
center-crop followed by voxel-wise rescaling to zero mean/unit
variance within the brain mask for the functional maps (consis-
tent with the z-scoring already applied by the Athena pipeline);
the GM/WM probability maps are used as provided (already in
the [0,1] range) with no additional rescaling.

D. Model Architecture and Training Parameters

Each branch of the proposed model is built from five prim-
itive operations, stacked in the sequence Conv3D — Max-
Pool3D — BatchNorm (— Dropout). Their roles are as follows.

1) 3D Convolutional Layer: A Conv3D layer slides a
bank of 3 x 3 x 3 shared-weight kernels across the
volumetric input, computing at each position the weighted
sum of a local 3 x 3 x 3 neighbourhood plus a bias,
passed through a ReLLU non-linearity:

E Xitl, j+m, k+n,c

l,m,n,c

. VVl,m,n,c,o + bo) (13)

Using valid padding, each spatial dimension shrinks by
2 per layer (from d to d — 2). Shared weights reduce
the parameter count and enforce translation equivariance,
enabling the model to detect ADHD-relevant activation
patterns regardless of their precise spatial location within
the MNI-registered brain volume.

2) 3D Max-Pooling: A2 x 2 x 2 max-pooling window with
matching stride halves each spatial dimension while
retaining the maximum activation within each non-
overlapping block. This introduces local spatial invari-
ance and progressively compresses the volumetric repre-
sentation so that the deeper layers capture coarser, more
abstract features.

3) Batch Normalisation: After each convolutional block,
batch normalization re-scales the feature maps to zero
mean and unit variance within each mini-batch, then
applies learned affine parameters v and 3:

T=—F y=v2+p (14)

This stabilizes gradient flow across the five-block struc-

tural branches and permits higher learning rates without

divergence.
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TABLE Il
ARCHITECTURE AND HYPERPARAMETER SUMMARY: BASELINE (MULTI-MODEL 1, 2) VS. PROPOSED (MULTI-MODEL 3) FOUR-SOURCE 3D-CNN. THE
ProPOSED MODEL REPLACES THE GRU AND RESIZE-BASED INPUTS WITH DEDICATED CNN BRANCHES AND CENTER-CROPPED 3D DERIVATIVE MAPS.

Property Multi-model 1 Multi-model 2 Multi-model 3 (Proposed)
(3D-CNN + GRU, resize) (3D-CNN, centre-crop) (4-Branch  3D-CNN, centre-
crop)
Input modalities rs-fMRI (4D), sMRI (3D) ReHo, fALFF, GM, WM ReHo, fALFF, GM, WM
Input shapes fMRI: 70 x 64 x 64 x 28; MRI: | ReHo/fALFF: 49 x 58 x 47; | Same as Multi-model 2
100 x100x 100 (resized) GM/WM: 197 x 233 x 189
(cropped)
Architecture 3 Conv3D-Pool-BN blocks; | 4 shared Conv3D branches; | 4 dedicated CNN branches (3
flatten; GRU (32 units); FC flatten; FC blocks for fMRI, 5 for sMRI);
hierarchical fusion
Filters (fMRI) L1: 256, L2: 128, L3: 64 16—32—64 16—32—64
Filters (sMRI) 4 layers: 64, 64, 128, 256 16—+16—16—16—32 16—-16—16—16—32
Dropout After L2: 0.5; sMRI L4: 0.25; | After L2: 0.5 After L2, L4, L5: 0.5
FC: 0.3
Fusion Concatenate fMRI+sMRI — | Concatenate all branches — | fMRI pair — 64-d; sMRI pair
128-d FC 128-d FC — 64-d; combined — 128-d
Epochs 100 100 100
Batch size 2 4 4
Learning rate 0.001 0.001 0.001
Optimizer Adam Adam Adam
Loss Binary cross-entropy Binary cross-entropy Binary cross-entropy
Validation accuracy | 70.64% 73.59% 74.80% (5-fold CV)

4) Flatten: After the final pooling stage, the 3D feature
tensor of shape (d1, do, d3, C') isreshaped into a 1D vector
of length d; - dy - d3 - C' (5120 for functional branches,
1920 for structural branches), bridging the convolutional
feature extractor and the dense embedding head.

5) Dense (Fully Connected) Layer: A single Dense(32)—
ReLU layer projects each branch’s flattened vector to a
compact 32-dimensional embedding. At the fusion stage,
additional Dense(64), Dense(128), and Dense(1) layers
implement the hierarchical two-stage fusion and sigmoid
output, respectively.

1) Training Parameters: Table II collects the architectural
and training configuration for all three model variants. For
Multi-model 3 (proposed), training uses the Adam optimizer
with an initial learning rate of 1073, binary cross-entropy as
the objective function, a mini-batch size of 1, and a ceiling
of 100 epochs; the checkpoint with the highest validation ac-
curacy is preserved for evaluation. Batch normalization is ap-
plied after each convolutional block across all branches. We
note that BatchNorm statistics computed from single-sample
mini-batches can be unstable; this is discussed as a limitation
below.

lll. RESULTS
A. Five-Fold Cross-Validation Performance

Classification performance was assessed through 5-fold strat-
ified cross-validation spanning all 768 ADHD-200 participants.
Each partition allocated ~ 614 samples to training and reserved

TABLE Il
5-FoLD STRATIFIED CV RESULTS. ACC = ACCURACY; SEN = SENSITIVITY;
SPE = SPECIFICITY. MEAN + STANDARD DEVIATION (SD) ACROSS FOLDS.

Fold | Acc(%) | Sen (%) | Spe (%) | F1(%) | AUC (%)
1 74.53 64.80 78.10 | 62.40 79.20
2 75.00 65.60 78.90 | 63.10 80.10
3 74.35 64.50 77.80 | 62.00 78.90
4 75.32 65.70 79.10 | 63.40 80.50
5 74.80 65.40 78.30 62.90 79.80
Mean | 74.80 65.20 78.44 | 62.76 79.70
+SD | +0.47 | +£0.48 | +0.50 | £0.51 | +0.60

~ 154 for independent validation; the highest-performing check-
point within each fold—selected based on validation accuracy—
was used to compute metrics. Table III presents the fold-level
breakdown and aggregate statistics.

The four-branch model attains a mean accuracy of 74.80%
across folds, with an inter-fold spread of only 4- 0.47 percentage
points (pp), indicating that the results are reproducible across
data partitions and not attributable to a particularly favorable
split. A per-class breakdown shows sensitivity of 65.20% and
specificity of 78.44%, reflecting balanced discriminative power
for both diagnostic groups. The advantage of the multi-source
architecture stems from the complementarity of the four in-
put streams: fALFF encodes low-frequency spectral specificity,
ReHo reflects voxel-level synchrony of spontaneous activity,
while GM and WM maps capture macrostructural tissue dif-
ferences that co-vary with ADHD pathophysiology.
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TABLE IV
TwO REPRESENTATIVE CONSECUTIVE EPOCHS, ILLUSTRATING
NON-MONOTONIC VALIDATION PERFORMANCE UNDER THE BATCH-SIZE-1
TRAINING REGIME

Epoch | Train Acc. | Train AUC | Val Ace. | Val AUC
63 73.93% 0.8012 74.89% 0.7812
64 71.14% 0.7763 69.70% 0.7818

Full training settings appear in Table II. Batch normalization
after every convolutional block stabilizes gradient flow through
the five-layer structural backbones; Dropout(0.5) inserted at se-
lected positions across all four branches limits overfitting on the
constrained cohort (N =768). An ablation study decomposing
the contribution of each modality and the fusion topology is
reported in Section IV (Table VIII).

B. Training Stability, Checkpoint Selection, and
Computational Complexity

This section provides a quantitative discussion of computa-
tional feasibility and, with a concrete example from the training
logs, substantiates why checkpoint selection is performed on
validation accuracy rather than the final training epoch. Table IV
reproduces two representative consecutive epochs from a train-
ing run of the proposed model.

Between epoch 63 and epoch 64, validation accuracy drops
by 5.19 percentage points (74.89%—69.70%) even though
validation AUC is essentially unchanged (0.7812— 0.7818),
illustrating that epoch-to-epoch validation performance is not
monotonic under this training regime. This is consistent with
our identification, elsewhere in this paper, of batch-size-1 Batch-
Norm statistics as a source of training instability (see Lim-
itations). It directly motivates, and is now cited as concrete
evidence for, our checkpoint-selection policy: model selection
is performed using the checkpoint with the highest validation
accuracy rather than the final training epoch, which prevents a
transient, single-epoch validation dip (or late-stage overfitting)
from being reported as the model’s performance. Although
training continues for the full 100-epoch ceiling in every fold,
the best-performing checkpoint observed during that run is the
one retained for evaluation. Separately, the small gap between
training and validation AUC at epoch 63 (0.8012vs. 0.7812, =2
points) suggests only limited overfitting at that point in training.

On computational complexity: each training epoch takes ap-
proximately 135 s on a single NVIDIA RTX 4090 (24 GB),
measured directly from the training logs (537 steps/epoch,
batch size 1). At the 100-epoch ceiling used for every fold,
this gives approximately 3.75-3.8 hours of training time per
fold (135s x 100 ~ 13,500 5s), or approximately 19 hours for a
complete 5-fold run. Table V consolidates these figures along-
side the model’s parameter count and a system-level memory
profile: peak combined memory utilization during training was
approximately 56 GB, comprising the full 24 GB GPU memory
budget plus approximately 32 GB of host system RAM (of 64 GB
available) used for data loading and batching of the large struc-
tural volumes. We are explicit that MACs (multiply-accumulate
operations) and per-subject inference time have not yet been

TABLE V
COMPUTATIONAL COMPLEXITY, HARDWARE, AND TRAINING CONFIGURATION
FOR THE PROPOSED MODEL (MULTI-MODEL 3)

Parameter Value
Optimizer Adam
Learning rate 1x1073
Epochs (ceiling) 100

Batch size 1
Loss function Binary cross-entropy

Checkpoint criterion Highest val. acc.

Total parameters 686,817

Trainable parameters 685,985

GPU NVIDIA RTX 4090
CUDA cores 16,384

Tensor cores 512 (4th Gen.)

GPU memory 24 GB GDDR6X
System RAM 64 GB

Host RAM utilized (training) ~32GB

Total mem. utilized (training) 56 GB (GPU+host)
Epoch time (measured) ~135s

Training time / fold (comp.) ~3.8h

Training time / 5-fold run ~19h

measured and are marked accordingly rather than estimated;
unlike training time and memory utilization, these were not
directly recoverable from the existing logs and are left as a
concrete item for the next revision.

On the learning-rate and batch-size choices specifically:
preliminary experiments with a higher learning rate (10~2)
exhibited unstable convergence, while a lower rate (10~%)
substantially increased training time without a corresponding
improvement in validation performance; 10~3 was therefore
adopted for all reported experiments. Batch size 1 was ne-
cessitated by the high spatial resolution of the structural MRI
volumes (197 x 233 x 189 voxels): loading all four branches
(two functional, two structural) simultaneously at a larger batch
size was infeasible within the 24 GB memory budget of the
available GPU. Batch normalization was nevertheless retained
for architectural consistency across all four branches, and the re-
sulting instability of per-sample statistics is discussed explicitly
as a limitation below rather than left unacknowledged.

C. Leave-One-Site-Out (LOSO) Cross-Validation

Because the shuffled stratified 5-fold protocol above does
not stratify by acquisition site, same-site subjects can appear
on both sides of a split, and the 74.80% figure alone cannot
be read as evidence of cross-site generalization. To address
this, we additionally evaluated the model under Leave-One-
Site-Out (LOSO) cross-validation: for each of the seven sites
in turn, the model was trained from scratch on the remaining
six sites and evaluated on the held-out site in full, so that
no subject from the test site was seen during training un-
der any circumstance. Table VI reports the resulting per-site
accuracy.
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TABLE VI
LEAVE-ONE-SITE-OUT (LOSO) CROSS-VALIDATION: THE MODEL IS
TRAINED ON SIX SITES AND EVALUATED ON THE FULLY HELD-OUT SEVENTH
SITE. PITTSBURGH AND WASHU CONTAIN ONLY TDC SUBJECTS, SO THEIR
COLUMNS REPORT TDC RECALL (SPECIFICITY) RATHER THAN
CLASS-BALANCED DIAGNOSTIC ACCURACY — SEE DISCUSSION BELOW

Held-out site N [TDC | ADHD | Acc. (%)
KKI 83 61 22 74.94
NeuroIMAGE 48 23 25 78.91
NYU 216 | 98 118 79.74
OHSU 79 42 37 73.40
Peking 194 | 116 78 75.70
Pittsburgh® 89 | 89 0 70.65
WashUT 59 | 59 0 71.25
Mean (7 sites) 768 74.94+3.25
Mean (5 mixed 620 76.54+2.41
sites)

TPittsburgh and WashU contain no ADHD subjects in the ADHD-200
release; their reported figure is TDC recall (specificity) on a fully held-out
site, not a class-balanced diagnostic accuracy, since there is no
ADHD-labeled subject at either site against which sensitivity could be
measured.

Restricted to the five sites where both diagnostic groups are
present (KKI, NeuroIMAGE, NYU, OHSU, Peking; N = 620),
per-site LOSO accuracy ranges from 73.40% (OHSU) to 79.74%
(NYU), with an unweighted mean of 76.54% + 2.41% and a
subject-weighted (pooled) mean of 76.96%. Across all seven
sites, including the two TDC-only sites, the unweighted mean
is 74.94% =+ 3.25% and the subject-weighted mean is 75.79%.
In every case, LOSO accuracy is comparable to, and on the
mixed-diagnosis-site subset numerically higher than, the within-
distribution 5-fold figure (74.80%), which is the opposite of what
a model relying primarily on site-specific signal would be ex-
pected to show: such a model’s performance should degrade, not
hold steady or improve, when the entire held-out site was never
seen during training. We read this as reasonably supportive evi-
dence against the model relying primarily on site-specific signal,
while stopping short of treating it as a definitive generalization
guarantee: LOSO accuracy still varies by more than 6 percentage
points across the five mixed-diagnosis sites (73.40%—-79.74%),
and the two TDC-only sites cannot be used to assess sensitivity
at all, since the ADHD-200 release provides no ADHD-labelled
subject at either site. Both the shuffled 5-fold result and the
LOSO result are reported henceforth; the LOSO result is treated
as the primary evidence for cross-site behavior, and the shuffled
5-fold result as a secondary, within-distribution reference.

D. Baseline Comparison

Multi-model 1 is a time-distributed architecture that accepts
the raw 4D rs-fMRI volume alongside the resized 3D sMRI.
The fMRI branch uses three Conv3D-Pool-BN blocks with a
top-down filter progression (256, 128, 64), followed by a Gated
Recurrent Unit (GRU) recurrent layer of 32 units that aggregates
temporal dynamics across the volume. SMRI passes through four
convolutional layers with filters of sizes 64, 64, 128, and 256.
Both streams are concatenated into a 128-d representation before
the sigmoid output. The model was trained with Adam at 103
and a batch size of 2 for 100 epochs using binary cross-entropy

TABLE VII
COMPARISON WITH PRIOR VOXEL-LEVEL METHODS ON ADHD-200 ATHENA
DATASET
Method Input Acc (%) |CV
Zou et al. [2] GM+fALFF | 69.15 |Single
split
Wang et al. [3] |GM only ~63 |[Single
split
Shao et al. [4] fALFF+FC ~68 |Single
split
Kim et al. [5] ROI rs-fMRI| =70 |Cross-site
Proposed fALFF+ReHo 74.80 |5-fold
+GM+WM Cv

loss. This baseline achieved a validation accuracy of 70.64%
on a single split across six sites (Table II). Despite the GRU’s
ability to model temporal dependencies, the spatial compression
introduced by trilinear resizing and the absence of modality-
specific branches limit its discriminative capacity relative to the
proposed model.

E. Comparison With Voxel-Level State-of-The-Art

Table VII compares the proposed model exclusively against
methods that use the ADHD-200 Athena-preprocessed dataset
with 3D volumetric voxel-level inputs, matching the exact ex-
perimental conditions of the present work. All listed methods
avoid ROI-averaged FC features and instead operate on the same
pre-computed 3D derivative maps (fALFF, ReHo, GM, WM)
available from the Athena pipeline. We also discuss one recent
(2026) voxel-level method, VoxSTNet [29] — disclosed here as
prior work by the same author team as the present manuscript,
rather than an independent third-party comparison — which is
deliberately not included as a row in Table VII: unlike every
method listed there, VoxSTNet operates directly on raw 4D
rs-fMRI BOLD volumes rather than on Athena’s pre-computed
derivative maps, so it does not meet this table’s own matched-
input inclusion criterion, and a direct row-for-row comparison
would conflate two different data regimes regardless of shared
authorship. We discuss it narratively instead, immediately below
the table.

vs. Zou et al. [2]: The foundational voxel-level 3D-CNN
study. It tests six individual derivatives and evaluates pairwise
multimodal combinations; the best pair (ALFF+GM) achieves
69.15% on a single hold-out split. The proposed model extends
this to all four relevant derivatives (FALFF, ReHo, GM, WM)
and jointly processes them through dedicated branches with
hierarchical fusion, achieving +5.65 pp with a more statistically
reliable 5-fold CV.

vs. Wang et al. [3]: Uses only GM density from sMRI with
a dilated 3D-CNN to enlarge the receptive field. The single-
modality structural approach achieves approximately 63%, con-
firming that sMRI alone is insufficient and that functional deriva-
tives (FALFF, ReHo) are essential complements.

vs. Vuyyuru et al. (VoxSTNet, 2026) [29]: VoxSTNet and the
present work differ along three axes simultaneously, and we
are explicit about all three rather than treating them as one
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difference: (i) data regime — VoxSTNet processes raw, mini-
mally processed 4D rs-fMRI BOLD volumes directly from the
initial ADHD-200 release, whereas the present work consumes
only the Athena pipeline’s pre-computed derivative volumes
(fALFF, ReHo, GM, WM); (ii) modality count — VoxSTNet is
a single-modality system operating on rs-fMRI alone, with no
structural MRI input or fusion stage, whereas the present work is
explicitly multimodal, fusing two functional derivatives (fALFF,
ReHo) with two structural derivatives (GM, WM) through a
dedicated four-branch, two-stage hierarchical fusion architec-
ture; and (iii) network family — VoxSTNet is a spatio-temporal
network designed to model the full BOLD time series directly,
whereas the present work is a set of independent 3D-CNN
branches over static, already-time-collapsed derivative volumes,
with no temporal modeling component at all. Given these three
simultaneous differences, VoxSTNet’s reported shuffled 5-fold
accuracy (98.7% =+ 0.4%) is not a meaningful point of compar-
ison against our own 5-fold result: it reflects a different dataset
regime, a different (single) modality count, and a different
network family all at once, and none of those differences are
attributable to the two-stage hierarchical fusion contribution
this paper is evaluating. Their Leave-One-Site-Out accuracy
(78.4%, 95% CI: 75.1-81.7%) is the one figure we consider a
meaningful reference point, since it is evaluated under the same
site-generalization logic as our own LOSO result in the present
work (Section III-B): our mean LOSO accuracy on the five
mixed-diagnosis sites (76.54%) is close to, though somewhat
below, this earlier reported LOSO figure for the raw-input,
single-modality system. We read this as indicating that, across
our own two lines of work, raw single-modality modeling and
derivative-based multimodal modeling are broadly comparable
in cross-site robustness on this cohort, with any remaining gap
a reasonable target for future integration of the two approaches
rather than evidence that one is categorically superior to the
other.

In summary, the proposed four-source hierarchical architec-
ture is the only method in this comparison that (i) jointly pro-
cesses all four Athena-derived 3D voxel maps through dedicated
branches, (ii) applies a two-stage hierarchical fusion reflecting
the functional/structural divide, and (iii) evaluates on a large
pooled multi-site dataset (768 subjects, 7 sites) with 5-fold
CV, yielding a robust and reproducible accuracy of 74.80%
(£0.47%).

IV. DISCUSSION

A systematic ablation was conducted to decompose the per-
formance gain into contributions from individual modalities and
from the hierarchical fusion topology. Thirteen model variants
were trained and evaluated under the same protocol as the full
model: four single-branch variants, three pairwise combinations,
four three-branch variants, each excluding one derivative, a
flat-concatenation four-branch variant, and the proposed hierar-
chical model. Branch architectures, optimizer settings (Adam,
a=1073,batchsize 1, 100-epoch ceiling, best-checkpoint selec-
tion), and evaluation splits were held constant across all variants;

only the active modality channels and the fusion stage were
varied. Results appear in Table VIII.

a) Single-branch analysis: Among individual modalities,
fALFF yields the highest accuracy (68.70% = 0.50%, indepen-
dently reconfirmed—see table footnote), consistent with its estab-
lished sensitivity to prefrontal-striatal BOLD dysregulation in
ADHD; ReHo follows (67.83%), confirming the discriminative
value of local BOLD synchrony. Both structural maps underper-
form the functional derivatives (GM: 65.58%; WM: 63.96%, the
weakest single predictor), reflecting that axonal abnormalities in
ADHD are more diffuse and spatially subtle than grey-matter
density differences. All four modalities individually exceed
chance (50%), confirming an independent diagnostic signal per
modality. Each single-branch row uses the same architectural
design (block depth, filter schedule, embedding width) as its
corresponding branch inside the full model, so differences reflect
input information rather than uneven network capacity.

b) Capacity-Matched Single-Modality Analysis: To determine
directly whether the observed performance improvement is at-
tributable to increased model capacity rather than multimodal
fusion, four capacity-matched single-modality networks were
additionally constructed, one per derivative (ReHo, fALFF, GM,
WM), each independently widened/deepened so that its train-
able parameter count closely matches the proposed hierarchical
fusion network. Table IX reports the results.

Despite parameter counts matched to within 0.60% of the
proposed network, none of the four capacity-matched single-
modality models approaches the fused model’s accuracy: the
best (capacity-matched fALFF, 64.90%) trails by 9.90 pp, and
the four-model average (63.25%) trails by 11.55 pp—comparable
to the single-modality gaps in Table VIII above (9.90-13.00 pp),
now obtained under matched rather than merely consistent ca-
pacity. This rules out increased model capacity as the source of
the proposed model’s advantage, attributing the improvement
instead to hierarchical integration of complementary structural
and functional information.

c) Pairwise analysis: The fALFF + ReHo pair (71.43%)
outperforms the structural pair GM + WM (69.02%), indicat-
ing that functional derivatives collectively carry more ADHD-
discriminative information than structural maps alone. The
fALFF + GM pair (69.74%) replicates and marginally improves
upon the best result of Zou et al. [2] (69.15%) under identical
preprocessing, validating the comparability of our experimental
conditions.

d) Three-branch analysis: All four three-branch configura-
tions exceed the best pairwise result, confirming that every
modality contributes incremental value beyond any subset of
three. Dropping WM yields the smallest reduction in accuracy
relative to the full model (—1.94 pp), whereas dropping fALFF
yields the largest (—2.66 pp), corroborating the central role of
this functional derivative. Importantly, no single modality can
be removed without degrading all four metrics simultaneously.

e) Fusion strategy: Replacing the two-stage hierarchical fu-
sion with flat concatenation of all four branch embeddings
(73.51%) degrades accuracy by 1.29 pp, confirming that explic-
itly encoding the functional/structural divide-merging within-
modality pairs before combining across modalities—extracts



352 IEEE OPEN JOURNAL OF ENGINEERING IN MEDICINE AND BIOLOGY, VOL. 7, 2026

TABLE VIl
ABLATION STUDY: 5-FOLD CV MEAN ACCURACY (ACC), SENSITIVITY (SEN), SPECIFICITY (SPE), AND F1 SCORE (%) ON THE ADHD-200 ATHENA SUBSET
(N =T768). ALL VARIANTS SHARE THE SAME BRANCH ARCHITECTURE AND TRAINING PROTOCOL. THE PROPOSED MODEL (BOTTOM ROW, SHADED)
ACHIEVES THE BEST PERFORMANCE ON ALL FOUR METRICS

| Variant \ Active Inputs | Fusion [ Acc(%) | Sen (%) | Spe (%) | F1 (%) |
Single-branch variants
fALFF only fALFF - 68.70 + 0.50" 58.40 74.20 55.80
ReHo only ReHo - 67.83 55.90 73.10 53.20
GM only GM - 65.58 51.20 72.40 49.60
WM only WM - 63.96 48.30 71.80 46.90
Pairwise variants
fALFF + GM fALFF, GM Flat concat 69.74 59.10 74.50 56.40
fALFF + ReHo fALFF, ReHo Flat concat 71.43 61.20 76.10 58.30
GM + WM GM, WM Flat concat 69.02 57.80 74.80 55.10
Three-branch variants (one modality dropped)
w/o WM fALFF, ReHo, GM Hierarchical 72.86 62.40 77.20 59.80
w/o GM fALFF, ReHo, WM Hierarchical 71.95 61.50 76.40 58.70
w/o fALFF ReHo, GM, WM Hierarchical 72.14 61.80 76.90 58.90
w/o ReHo fALFF, GM, WM Hierarchical 72.53 62.10 77.00 59.40
Fusion strategy comparison (all four inputs)
Flat concatenation fALFF, ReHo, GM, WM Flat concat 73.51 63.60 77.80 61.10
Proposed (hierarchical) | fALFF, ReHo, GM, WM | 2-stage hier. 74.80 65.20 78.44 62.76

TABLE IX TABLE X

CAPACITY-MATCHED SINGLE-MODALITY CONTROL MODELS VS. THE
PROPOSED HIERARCHICAL FUSION NETWORK. PARAMETER COUNTS SPAN
A RANGE OF ONLY 0.60% (683,912—688,044), WELL WITHIN THE
COMMONLY USED 45% CRITERION FOR CAPACITY-MATCHED COMPARISONS

Model Params. | Val. Acc. (%)
Capacity-matched 683,912 63.70
ReHo

Capacity-matched 684,110 64.90
fALFF

Capacity-matched GM | 688,044 61.80
Capacity-matched WM | 685,996 62.60
Proposed (hier. fu-| 686,817 74.80
sion)

complementary inter-modality structure that flat concatenation
conflates, independent of the four-branch input strategy.

f) Systematic Fusion-Strategy Ablation: Beyond flat concate-
nation, we evaluated three further fusion strategies under the
identical protocol, architectures, and splits, isolating the fusion
mechanism alone: (i) pairwise fusion, an alternative, non func-
tional/structural grouping (e.g., ReHo+GM and fALFF+WM);
(i1) late fusion, averaging four independent single-modality clas-
sifiers’ output probabilities with no feature-level concatenation;
and (iii) attention-based fusion, replacing concatenation with a
learned attention mechanism over the four embeddings. Table X
reports the results.

The proposed hierarchical fusion outperforms every alterna-
tive, by margins from 1.29 pp (flat concatenation) to 9.40 pp
(attention-based fusion). Pairwise fusion under an alterna-
tive, non functional/structural grouping underperforms both
flat concatenation and the proposed design, indicating that

FUSION-STRATEGY ABLATION: FIVE ALTERNATIVE WAYS OF COMBINING THE
FOUR MODALITY BRANCHES, EVALUATED UNDER THE IDENTICAL TRAINING
PRoOTOCOL

Val. Acc. (%)
73.51

Fusion Strategy Description

Flat concatenation All four embeddings

concatenated directly

Alternative 66.70
pairing
ReHo+GM,
fALFF+WM)

Average  of
independent  single-
modality  classifiers’
output probabilities

Pairwise fusion modality

(e.g.,

Late fusion four 68.45

attention 65.40
across

modality

Learnable
weights

the four
embeddings

Attention-based fu-
sion

Hierarchical fusion 74.80

(proposed)

Functional pair and
structural pair fused
separately, then com-
bined

which modalities are paired measurably matters: the func-
tional/structural split reflects genuine shared structure (ReHo
and fALFF both from rs-fMRI; GM and WM both from sMRI)
that an alternative pairing does not capture. Attention-based
fusion, despite being the most parametrically flexible alterna-
tive, performs worst overall-consistent with a learned attention
mechanism overfitting on a cohort of this size (N = 768), since
it adds trainable parameters without a corresponding increase in
training data. Such mechanisms remain worth revisiting with a
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larger cohort or stronger regularization, but are not, on present
evidence, an improvement over the simpler hierarchical design.

Limitations: Several limitations should be acknowledged.
First, the study relies on ADHD-200 Athena-preprocessed
derivatives; future work should validate sensitivity in indepen-
dently processed cohorts. Second, LOSO cross-validation (Sec-
tion III-B) shows per-site accuracy on the five mixed-diagnosis
sites from 73.40% to 79.74%, comparable to or exceeding
the within-distribution 5-fold figure-reassuring but not a
definitive generalization guarantee, since the two TDC-only
sites (Pittsburgh, WashU) cannot be used to assess sensitivity,
age/sex confounds are statistically detectable (see below), and
a > 6 pp spread remains across sites. Third, the model omits
temporal dynamics from the raw BOLD series, which may carry
complementary information beyond the static fALFF/ReHo
maps. Fourth, we quantified age/sex confounds using the official
ADHD-200 phenotypic release in two complementary ways. In
a subject-matched 5-site subset (KKI, NeuroIMAGE, OHSU,
Pittsburgh, WashU; n = 358 of 768, 46.6% of the cohort-NYU
and Peking could not be linked due to a differing identifier
scheme), TDC subjects are slightly but significantly older than
ADHD subjects (mean 12.51 + 3.81 vs. 11.51 £ 3.92 years;
Welch’s t = 2.05, p =0.042), and sex distribution differs
(51.1% vs. 69.0% male; x2 = 7.67, p = 0.0056). A broader,
unmatched check across all seven sites (n = 577; TDC and
ADHD-Combined categories only) shows the same pattern more
strongly (mean 12.22 + 3.46 vs. 11.01 £ 3.18 years, t = 3.83,
p < 0.001; 47.2% vs. 79.4% male, x? = 44.66, p < 0.001),
indicating these are genuine, robustly detectable confounds
rather than an artifact of either analysis’s scope. No covariate
regression, age/sex matching, or motion-based adjustment was
performed; motion metrics (framewise displacement, DVARS,
RMS) were unavailable in the phenotypic files obtained. These
demographic differences are inherent to the public ADHD-200
dataset rather than an artifact of the proposed framework.
A covariate-aware variant—concatenating age/sex alongside
the branch embeddings and re-validating the full CV/LOSO
protocols to confirm it does not merely exploit demographic
imbalance—constitutes dedicated future work rather than an
incremental change. Finally, BatchNorm with batch size 1
may yield unstable per-sample statistics under site-imbalanced
mini-batches; InstanceNorm3d or gradient accumulation is
recommended as a future refinement.

A. Clinical Translation Considerations

This section sets out what would be required before a system
of this kind could play any role in clinical care.

Decision support, not replacement: This pipeline is a research
prototype demonstrating that voxel-level, multi-derivative fu-
sion is a viable direction for imaging-based ADHD classifi-
cation, not a diagnostic instrument. ADHD diagnosis should
remain a clinical judgment informed by structured interviews,
behavioral rating scales, and longitudinal observation; any future
clinical role would be as a decision-support aid alongside, not
instead of, standard assessment.

Prospective and external validation: The results here, includ-
ing LOSO, are retrospective analyses of a single public dataset
(ADHD-200). Clinical translation would require prospective
validation on independently recruited cohorts, scanned on hard-
ware/protocols not represented in training and reflecting the
deployment population’s diversity—retrospective accuracy on a
well-studied benchmark is necessary but insufficient for clinical
use.

Regulatory approval: Any diagnostic support role would re-
quire evaluation as software as a medical device (e.g., under
FDA or equivalent frameworks), including intended-use docu-
mentation, clinical validation studies, and risk classification. No
such process has been initiated, and no result here should be read
as evidence of regulatory readiness.

Explainability as a precondition, not a feature: The in-
terpretability limitations discussed above (uncertain confound
control, unresolved site-generalization variability) are blocking
issues for clinical consideration, not optional enhancements—a
model whose failure modes are not characterized across demo-
graphic and site subgroups is not appropriate for deployment
regardless of aggregate accuracy.

External validation and scanner harmonization: ADHD-200
spans seven sites with heterogeneous field strengths, repetition
times, and voxel resolutions (Table I), a strength for the general-
ization analysis here but no guarantee of performance on scan-
ners or populations outside this consortium. Deployment would
need explicit harmonization (e.g., ComBat-style correction) and
validation spanning the target clinical sites.

In summary, this work is a methodological contribution—a
multimodal, hierarchical fusion architecture that outperforms
flat concatenation and single-modality baselines with encour-
aging cross-site LOSO evidence-rather than a clinical in-
strument, and we view stating this distinction explicitly as
part of responsible reporting for imaging-based mental health
classifiers.

V. CONCLUSION

A four-branch voxel-level 3D-CNN with two-stage hierar-
chical fusion was developed for ADHD classification using
the ADHD-200 Athena dataset. The core design principle is to
preserve modality-specific spatial statistics: rather than merging
all inputs through shared weights or flattening them into ROI
connectivity vectors, each of the four Athena derivatives—
fALFF, ReHo, GM, and WM—is assigned a dedicated branch
whose depth and filter schedule are calibrated to its native
resolution. Fusion proceeds in two structured stages: func-
tional embeddings are consolidated first, structural embeddings
second, and the two 64-d summaries are subsequently com-
bined into a 128-d joint representation for prediction. Under
5-fold cross-validation across all 768 participants from seven
acquisition sites, the proposed framework attained 74.80% =+
0.47% accuracy—a 5.65 percentage-point improvement over the
strongest comparable voxel-level baseline. The narrow inter-fold
spread confirms that performance gains are consistent across
partitions rather than attributable to a single advantageous split.
Because this shuffled 5-fold protocol does not stratify by site,
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we additionally evaluated the model under Leave-One-Site-Out
cross-validation: on the five sites containing both diagnostic
groups, per-site accuracy ranged from 73.40% to 79.74% (mean
76.54% =+ 2.41%), comparable to or exceeding the within-
distribution figure and providing reassuring, though not defini-
tive, evidence against the model relying primarily on site-
specific signal. These results demonstrate that modality-specific
encoding and structurally motivated fusion jointly account for
the observed improvement and that neither component alone is
sufficient to replicate the full gain. All experimentation reported
here uses the standard, publicly available ADHD-200 consor-
tium dataset rather than independently or locally acquired scans:
prospectively recruiting and scanning an ADHD cohort requires
clinical partnerships, ethics approval, and dedicated scanner
time that are beyond the scope of a single modeling study,
whereas the ADHD-200 release provides a large, multi-site
cohort suitable for the voxel-level, multi-derivative approach de-
veloped here. Model training was performed on locally acquired
hardware (an NVIDIA RTX 4090 GPU; Section III-B). Planned
extensions include attention-weighted cross-modal fusion, an
explicit motion- and age-confound analysis, matched-protocol
reimplementation of key literature baselines, adaptation to
Autism Spectrum Disorder (ASD) classification using the same
Athena-derived derivative maps, and, as a longer-term extension
beyond the standard-dataset experiments in this paper, prospec-
tive collection of real-time ADHD neuroimaging data to com-
plement and further validate the findings reported here. Readers
seeking the full per-branch layer specifications, the complete
symbolic derivation of the forward pass, and the generic multi-
model training loop underlying Section II-C are directed to
the Supplementary Materials, available online, which reproduce
this technical detail in full without repeating it in the main
text.

REFERENCES

[1] Y. Gu, S. Miao, J. Yang, and X. Li, “ADHD children identification with
multiview feature fusion of fNIRS signals,” IEEE Sensors J., vol. 22,
no. 13, pp. 13536-13543, Jul. 2022.

L. Zou, J. Zheng, C. Miao, M. J. Mckeown, and Z. J. Wang, “3D CNN

based automatic diagnosis of attention deficit hyperactivity disorder using

functional and structural MRL,” IEEE Access, vol. 5, pp. 23626-23636,

2017.

[3] Z. Wang, Y. Sun, Q. Shen, and L. Cao, “Dilated 3D convolutional neu-
ral networks for brain MRI data classification,” IEEE Access, vol. 7,
pp. 134388-134398, 2019.

[4] L. Shao, D. Zhang, H. Du, and D. Fu, “Deep forest in ADHD data
classification,” IEEE Access, vol. 7, pp. 137913-137919, 2019.

[5] B. Kim, J. Park, T. Kim, and Y. Kwon, “Finding essential parts of the

brain in rs-fMRI can improve ADHD diagnosis using deep learning,” IEEE

Access, vol. 11, pp. 116065-116075, 2023.

J. Ji, Z. Chen, and C. Yang, “Convolutional neural network with sparse

strategies to classify dynamic functional connectivity,” IEEE J. Biomed.

Health Informat., vol. 26, no. 3, pp. 1219-1228, Mar. 2022.

S. Pei, C. Wang, S. Cao, and Z. Lv, “Data augmentation for fMRI-based

functional connectivity and its application to cross-site ADHD classifica-

tion,” IEEE Trans. Instrum. Meas., vol. 72, 2023, Art no. 2501015.

[8] R.Liu,Z.-A.Huang, Y.Hu,Z.Zhu, K.-C. Wong, and K. C. Tan, “Attention-
like multimodality fusion with data augmentation for diagnosis of mental
disorders using MRL,” IEEE Trans. Neural Netw. Learn. Syst., vol. 35,
no. 6, pp. 7627-7641, Jun. 2024.

[9] Z.-A.Huang, R. Liu, Z. Zhu, and K. C. Tan, “Multitask learning for joint
diagnosis of multiple mental disorders in resting-state fMRIL,” IEEE Trans.
Neural Netw. Learn. Syst., vol. 35, no. 6, pp. 8161-8175, Jun. 2024.

[2

—

[6

[}

[7

—

[10] R.Liu,Z.-A.Huang, Y.Hu, L. Huang, K.-C. Wong, and K. C. Tan, “Spatio-
temporal hybrid attentive graph network for diagnosis of mental disorders
on fMRI time-series data,” IEEE Trans. Emerg. Topics Comput. Intell.,
vol. 8, no. 6, pp. 4046—4058, Dec. 2024.

[11] Y. Hu et al., “Source free semi-supervised transfer learning for diagnosis
of mental disorders on fMRI scans,” IEEE Trans. Pattern Anal. Mach.
Intell., vol. 45, no. 11, pp. 13778-13795, Nov. 2023.

[12] K. Jiang, Z. Wang, P. Yi, and J. Jiang, “Hierarchical dense recursive
network for image super-resolution,” Pattern Recognit., vol. 107, 2020,
Art. no. 107475.

[13] Y. Xiao, Q. Yuan, K. Jiang, Y. Chen, Q. Zhang, and C.-W. Lin, “Frequency-
assisted Mamba for remote sensing image super-resolution,” IEEE Trans.
Multimedia, vol. 27, pp. 1783-1796, 2025.

[14] J.Ji,L.Han, F. Wang, and J. Liu, “Dynamic effective connectivity learning
based on non-parametric state estimation and GAN,” IEEE Trans. Instrum.
Meas., vol. 73, 2024, Art no. 4000312.

[15] X. Luo etal., “Knowledge distillation guided interpretable brain subgraph
neural networks for brain disorder exploration,” IEEE Trans. Neural Netw.
Learn. Syst., vol. 36, no. 2, pp. 3559-3572, Feb. 2025.

[16] G. Qu et al., “Interpretable cognitive ability prediction: A comprehensive
gated graph transformer framework for analyzing functional brain net-
works,” IEEE Trans. Med. Imag., vol. 43, no. 4, pp. 1568—1578, Apr. 2024.

[17] J. Shin, M. Maniruzzaman, Y. Uchida, M. A. M. Hasan, A. Megumi,
and A. Yasumura, “Handwriting-based ADHD detection for children
having ASD using machine learning approaches,” IEEE Access, vol. 11,
pp. 84974-84984, 2023.

[18] L.He,F He, Y. Li, X. Xiong, and J. Zhang, “A robust movement quantifi-
cation algorithm of hyperactivity detection for ADHD children based on
3D depth images,” IEEE Trans. Image Process., vol. 31, pp. 5025-5037,
2022.

[19] L-C. Chen, C.-H. Chang, Y. Chang, D.-S. Lin, C.-H. Lin, and L.-W.
Ko, “Neural dynamics for facilitating ADHD diagnosis in preschool-
ers: Central and parietal delta synchronization in the kiddie continuous
performance test,” IEEE Trans. Neural Syst. Rehabil. Eng., vol. 29,
pp. 1524-1533,2021.

[20] C.-C. Chen, E. H. -K. Wu, Y.-Q. Chen, H.-J. Tsai, C.-R. Chung, and S.-
C. Yeh, “Neuronal correlates of task irrelevant distractions enhance the
detection of attention deficit/hyperactivity disorder,” IEEE Trans. Neural
Syst. Rehabil. Eng., vol. 31, pp. 1302-1310, 2023.

[21] Z.Zhang et al., “Quantitative identification of ADHD tendency in children
with immersive fingertip force control tasks,” IEEE Trans. Neural Syst.
Rehabil. Eng., vol. 31, pp. 4561-4569, 2023.

[22] 1. Belyaevaetal., “Learning spatiotemporal brain dynamics in adolescents
via multimodal MEG and fMRI data fusion using joint tensor/matrix
decomposition,” IEEE Trans. Biomed. Eng., vol. 71, no. 7, pp. 2189-2200,
Jul. 2024.

[23] S. Li, R. Nair, and M. Naqvi, “Acoustic and text features analysis for
adult ADHD screening: A data-driven approach utilizing DIVA interview,”
IEEE J. Transl. Eng. Health Med., vol. 12, pp. 359-370, 2024.

[24] S.-C. Yeh et al., “A virtual-reality system integrated with neuro-behavior
sensing for attention-deficit/hyperactivity disorder intelligent assessment,”
IEEE Trans. Neural Syst. Rehabil. Eng., vol. 28, no. 9, pp. 1899-1907,
Sep. 2020.

[25] M. Ingalhalikar, S. Shinde, A. Karmarkar, A. Rajan, D. Rangaprakash,
and G. Deshpande, “Functional connectivity-based prediction of autism
on site harmonized ABIDE dataset,” IEEE Trans. Biomed. Eng., vol. 68,
no. 12, pp. 3628-3637, Dec. 2021.

[26] J. Wangetal., “Multi-class ASD classification based on functional connec-
tivity and functional correlation tensor via multi-source domain adaptation
and multi-view sparse representation,” IEEE Trans. Med. Imag., vol. 39,
no. 10, pp. 3137-3147, Oct. 2020.

[27] M. Wang, D. Zhang, J. Huang, P.-T. Yap, D. Shen, and M. Liu, “Identifying
autism spectrum disorder with multi-site fMRI via low-rank domain adap-
tation,” IEEE Trans. Med. Imag., vol. 39, no. 3, pp. 644-655, Mar. 2020.

[28] F. Zhao, X. Zhang, K.-H. Thung, N. Mao, S.-W. Lee, and D. Shen,
“Constructing multi-view high-order functional connectivity networks for
diagnosis of autism spectrum disorder,” I[EEE Trans. Biomed. Eng., vol. 69,
no. 3, pp. 1237-1250, Mar. 2022.

[29] P. R. Vuyyuru, S. B. Korra, and S. N. Nenavath, “Digital pathology of
the living brain: A voxel-level spatio-temporal network for explainable
ADHD diagnosis from raw rs-fMRI across multiple scanner sites,” Front.
Med., vol. 13,2026, Art. no. 1839975.




<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 0
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo false
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
    /Algerian
    /Arial-Black
    /Arial-BlackItalic
    /Arial-BoldItalicMT
    /Arial-BoldMT
    /Arial-ItalicMT
    /ArialMT
    /ArialNarrow
    /ArialNarrow-Bold
    /ArialNarrow-BoldItalic
    /ArialNarrow-Italic
    /ArialUnicodeMS
    /BaskOldFace
    /Batang
    /Bauhaus93
    /BellMT
    /BellMTBold
    /BellMTItalic
    /BerlinSansFB-Bold
    /BerlinSansFBDemi-Bold
    /BerlinSansFB-Reg
    /BernardMT-Condensed
    /BodoniMTPosterCompressed
    /BookAntiqua
    /BookAntiqua-Bold
    /BookAntiqua-BoldItalic
    /BookAntiqua-Italic
    /BookmanOldStyle
    /BookmanOldStyle-Bold
    /BookmanOldStyle-BoldItalic
    /BookmanOldStyle-Italic
    /BookshelfSymbolSeven
    /BritannicBold
    /Broadway
    /BrushScriptMT
    /CalifornianFB-Bold
    /CalifornianFB-Italic
    /CalifornianFB-Reg
    /Centaur
    /Century
    /CenturyGothic
    /CenturyGothic-Bold
    /CenturyGothic-BoldItalic
    /CenturyGothic-Italic
    /CenturySchoolbook
    /CenturySchoolbook-Bold
    /CenturySchoolbook-BoldItalic
    /CenturySchoolbook-Italic
    /Chiller-Regular
    /ColonnaMT
    /ComicSansMS
    /ComicSansMS-Bold
    /CooperBlack
    /CourierNewPS-BoldItalicMT
    /CourierNewPS-BoldMT
    /CourierNewPS-ItalicMT
    /CourierNewPSMT
    /EstrangeloEdessa
    /FootlightMTLight
    /FreestyleScript-Regular
    /Garamond
    /Garamond-Bold
    /Garamond-Italic
    /Georgia
    /Georgia-Bold
    /Georgia-BoldItalic
    /Georgia-Italic
    /Haettenschweiler
    /HarlowSolid
    /Harrington
    /HighTowerText-Italic
    /HighTowerText-Reg
    /Impact
    /InformalRoman-Regular
    /Jokerman-Regular
    /JuiceITC-Regular
    /KristenITC-Regular
    /KuenstlerScript-Black
    /KuenstlerScript-Medium
    /KuenstlerScript-TwoBold
    /KunstlerScript
    /LatinWide
    /LetterGothicMT
    /LetterGothicMT-Bold
    /LetterGothicMT-BoldOblique
    /LetterGothicMT-Oblique
    /LucidaBright
    /LucidaBright-Demi
    /LucidaBright-DemiItalic
    /LucidaBright-Italic
    /LucidaCalligraphy-Italic
    /LucidaConsole
    /LucidaFax
    /LucidaFax-Demi
    /LucidaFax-DemiItalic
    /LucidaFax-Italic
    /LucidaHandwriting-Italic
    /LucidaSansUnicode
    /Magneto-Bold
    /MaturaMTScriptCapitals
    /MediciScriptLTStd
    /MicrosoftSansSerif
    /Mistral
    /Modern-Regular
    /MonotypeCorsiva
    /MS-Mincho
    /MSReferenceSansSerif
    /MSReferenceSpecialty
    /NiagaraEngraved-Reg
    /NiagaraSolid-Reg
    /NuptialScript
    /OldEnglishTextMT
    /Onyx
    /PalatinoLinotype-Bold
    /PalatinoLinotype-BoldItalic
    /PalatinoLinotype-Italic
    /PalatinoLinotype-Roman
    /Parchment-Regular
    /Playbill
    /PMingLiU
    /PoorRichard-Regular
    /Ravie
    /ShowcardGothic-Reg
    /SimSun
    /SnapITC-Regular
    /Stencil
    /SymbolMT
    /Tahoma
    /Tahoma-Bold
    /TempusSansITC
    /TimesNewRomanMT-ExtraBold
    /TimesNewRomanMTStd
    /TimesNewRomanMTStd-Bold
    /TimesNewRomanMTStd-BoldCond
    /TimesNewRomanMTStd-BoldIt
    /TimesNewRomanMTStd-Cond
    /TimesNewRomanMTStd-CondIt
    /TimesNewRomanMTStd-Italic
    /TimesNewRomanPS-BoldItalicMT
    /TimesNewRomanPS-BoldMT
    /TimesNewRomanPS-ItalicMT
    /TimesNewRomanPSMT
    /Times-Roman
    /Trebuchet-BoldItalic
    /TrebuchetMS
    /TrebuchetMS-Bold
    /TrebuchetMS-Italic
    /Verdana
    /Verdana-Bold
    /Verdana-BoldItalic
    /Verdana-Italic
    /VinerHandITC
    /Vivaldii
    /VladimirScript
    /Webdings
    /Wingdings2
    /Wingdings3
    /Wingdings-Regular
    /ZapfChanceryStd-Demi
    /ZWAdobeF
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages false
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 900
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.00111
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.40
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages false
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 1200
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.00083
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.40
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages false
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.00063
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create PDFs that match the "Suggested"  settings for PDF Specification 4.0)
  >>
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice


