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Abstract

Purpose of Review Interrupted time series (ITS) designs are increasingly used in environmental health to evaluate impacts
of extreme weather events or policies. This paper aims to introduce traditional and contemporary ITS approaches, including
machine learning algorithms and Bayesian frameworks, which enhance flexibility in modeling complex temporal patterns
(e.g., seasonality and nonlinear trends) and spatially heterogeneous treatment effects. We present a comparative analysis of
methods such as ARIMA, machine learning models, and Bayesian ITS, using a real-world case study: estimating excess
respiratory hospitalizations during the 2018 wildfire smoke event in San Francisco.

Recent Findings Our study demonstrates the practical application of these methods and provides a guide for selecting and
implementing ITS designs in environmental epidemiology. To ensure reproducibility, we share annotated datasets and R
scripts, allowing researchers to replicate analyses and adapt workflows. While focused on environmental applications, par-
ticularly acute exposures like wildfire smoke, the framework is broadly applicable to public health interventions.

Summary This work advances ITS methodology by integrating contemporary statistical innovations and emphasizing

actionable guidance for causal inference in complex, real-world settings.

Keywords Interrupted time-series - Quasi-experimental design - Causal inference - Environmental epidemiology -

Extreme weather events

Introduction

Inferring causal effects of a well-defined intervention on
a given health outcome is a key goal for epidemiologists,
and various study designs can be used to facilitate this task.
Study designs based on randomization have been recom-
mended as a key identification strategy as they can help deal
with systematic observed and unobserved differences (that
can notably lead to confounding bias) between the group(s).
Different types of randomized designs have been proposed,
such as traditional individual or cluster parallel designs that
capitalize on random treatment assignment across units at
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baseline [1]. In parallel, other randomized designs, such as
stepped wedge designs, capitalize on the random timing of
treatment assignment [2]. Indeed, in stepped wedge trials,
all individuals eventually receive the intervention but at
staggered, randomly determined times. Then, if the timing
at which health outcomes change is correlated with the tim-
ing at which the intervention has been received, it will be
possible to infer that this change is attributable to the inter-
vention. However, in many settings, the implementation of
such experimental designs is not feasible due to economic,
scale, or ethical objections. This is typically the case when
analyzing the health effects of environmental exposures
such as environmental policies, industrial accidents, or
natural hazards [3, 4]. Sometimes, the intervention of inter-
est has already been implemented and alternative strategies
to identify the target causal effect using observational data
become necessary. In this context, relying on natural experi-
ments and using quasi-experimental methods constitutes a
valuable alternative approach. Such identification strategies
based on observational data can be seen as emulating ran-
domized designs or trials [5]. There are different types of
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natural experiments that can be capitalized on including (1)
those based on eligibility for a specific intervention (treat-
ment or exposure) and (2) those based on the timing of the
intervention.

Quasi-experimental methods based on the timing of a
natural experiment have been shown to be particularly use-
ful in policy evaluation and environmental epidemiology
applications [6, 7]. Such methods focus on analyzing time
series of a given health outcome of interest and aim at esti-
mating a counterfactual trend after the implementation of
an intervention. Different types of methods that rely on one
or multiple control (unexposed) groups have been proposed
in the past few decades including canonical difference-in-
differences (DID) and extensions such as synthetic control
methods [8]. Yet, in many settings, control groups are not
available (e.g., due to data availability) and Interrupted Time
Series (ITS) methods have been proposed as a valuable
approach. ITS methods can be used when multiple measure-
ments for the outcome are available before and after a well-
defined intervention and when acute changes in the outcome
of interest are expected [9, 10]. The overall intuition is to
approximate the counterfactual trend after the intervention
(i.e., had the intervention not taken place) so such counter-
factual trends can be compared to the observed trends after
the intervention. In such settings, we typically aim at esti-
mating the average treatment effect on the treated. As with
other quasi-experimental methods capitalizing on the timing
of natural experiments, some identification assumptions are
needed. First, the parallel trend assumption (usually used
for DID) requires that, in the context of ITS analyses, the
modeled counterfactual trend before the intervention cor-
rectly mimics the observed trend of the outcome before the
intervention. That could be done by modeling time trends
(which can vary in complexity, see details below) and using
time-varying covariates that predict changes in the outcome
of interest and are also measured after the intervention. By
design, ITS analyses adjust for any time-invariant confound-
ing. Second, the common shock assumption requires that
no other interventions that can directly or indirectly affect
the outcome occurred at the same time as the intervention
of interest. This assumption requires qualitative knowledge
regarding the context in which the intervention took place
(to ensure no other event took place around the same time)
as it is untestable empirically. For ITS, as there is no control
group that can help ensure that no other event may influence
the outcome, this assumption is particularly important to
check. Besides these two assumptions, other identification
assumptions include no interference, consistency, no model
misspecifications, no measurement error, and no selection
bias.

A few reviews and tutorials have already introduced ITS
or described how to implement them in various settings
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[11-16]. However, most of these existing resources have
focused on traditional settings (e.g., one-stage ITS, simple
temporal trends, and no consideration of potential hetero-
geneous effects across treated units) and did not cover most
recent developments in the ITS literature. There are vari-
ous approaches for ITS that have been proposed in the past
decades with recent developments to consider more com-
plex time trends, functional forms, and autocorrelation. For
example, there are various options to model time trends
(i.e., seasonality and long-term trends) including autore-
gressive integrated moving average (ARIMA) model and
more recent machine learning (ML) algorithms [17, 18] and
to model spatial dependency, such as the Bayesian frame-
work [19], but comparing their results in a real case study
has not been done yet. In addition, previous tutorials have
not provided a comprehensive guide to help select the rel-
evant ITS approach when inferring the causal effect of a
given intervention.

In this paper, we aim at introducing several ITS
approaches by a real case study where we estimate the
excess respiratory hospitalizations during the 2018 wildfire
smoke event in San Francisco in California. In this paper, we
focus on a single intervention and do not consider settings
with staggered interventions, which are discussed elsewhere
[20]; although we focus on environmental applications, ITS
can be applied to a large number of other topics as well [12].

Overview of the lllustrative Case Study
The 2018 Wildfire Smoke Event in San Francisco

On November 8, 2018, the Camp Fire ignited in Butte
County, Northern California, and burned for more than
two weeks [21]. The City and County of San Francisco,
although located over 150 miles southwest of the ignition
source and rarely threatened by wildfires, was substan-
tially influenced by smoke from the Camp Fire. The daily
mean fine particulate matter (PM, 5) concentrations in San
Francisco exceeded 35 pg/m? for 12 consecutive days from
November 9 to 20, 2018, with a peak of 105 pg/m*® (Fig. 1).
For context, 35 ug/m® is the level of the U.S. Environmental
Protection Agency 24-hour PM, 5 primary standard, defined
as the 98th percentile of daily concentrations averaged over
three years.

In this paper, we estimate the excess respiratory hos-
pitalizations, defined as the difference between observed
and counterfactual respiratory hospitalization counts, dur-
ing this 12-day wildfire smoke event in San Francisco,
and use this as a case study to illustrate the application of
four different ITS models. Following the guidelines pro-
posed by Bernal et al. (2017) [22], this case is well-suited
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Fig. 1 Daily mean PM, 5 concentrations in San Francisco, before, dur-
ing, and after the 2018 wildfire smoke event. This figure shows the
time series of the daily mean wildfire smoke and non-smoke PM, s
concentrations (ug/m’) in San Francisco County, before, during, and
after the 2018 wildfire smoke event. The horizontal dashed line rep-
resents the U.S. Environmental Protection Agency (EPA)’s 24-hour
average standard for PM, 5 (35 pg/m®). The orange rectangle marks the
period of the smoke event (November 9 to 20, 2018), when the daily
mean total PM, 5 concentrations exceeded the EPA’s standard

for an ITS design because: (1) the event occurred at a clear
time point, so that the pre-event and event periods can be
clearly defined; (2) respiratory hospitalizations are an acute
outcome that is expected to respond quickly to the onset
of smoke exposure, and (3) daily hospitalization data are
available for San Francisco from 2011 to 2018, providing
sufficient pre- and post-event coverage. For simplicity, we
assume that the smoke event had an immediate impact on
respiratory hospitalizations, and that this impact diminished
promptly after the event ended. However, the ITS methods
presented in this review can be readily adapted to account
for potential lagged effects by extending the definition of
the event period.

Overview of the ITS Models

In this review, we estimate the excess respiratory hospi-
talizations during the 2018 wildfire smoke event in San
Francisco using four ITS modeling approaches: (1) a clas-
sical segmented regression, (2) a two-stage approach using
ARIMA models, (3) a two-stage approach incorporating
ML models, and (4) a Bayesian hierarchical model. We
begin with the classical segmented regression model [22],
the simplest form of ITS analysis. Next, we implement an
ARIMA model to forecast respiratory hospitalizations in
the absence of the smoke event [17], representing the coun-
terfactual scenario. Third, we use a hybrid ML model that
combines the Prophet al.gorithm with XGBoost (Prophet-
XGBoost) to capture non-linear relationships and complex
interactions among predictors to improve the accuracy of
counterfactual prediction [18]. Although ZCTA-level data

are available, we use aggregated county-level data for
these three designs because only county-level datasets can
be shared publicly. Finally, we apply a Bayesian hierar-
chical framework to account for both spatial and temporal
dependencies in the data; we use ZCTA-level data for this
analysis to demonstrate the spatial variations within the
county [19].

We do not intend to determine which approach is the
“best”; instead, by applying different ITS models to the
same research question, we aim to compare and summarize
the similarities and differences in their designs, implementa-
tions, and estimates.

Analytical Dataset

The structure and sample rows of the county-level analytical
dataset are shown in Table 1. Time indicators (the number of
days since the start of the study, day of the year, and day of
the week) and environmental variables (non-smoke PM, s,
mean air temperature, relative humidity, and precipitation)
were used as predictors in all ITS models presented in this
review. The data sources of these variables are described in
Supplementary Methods 1.

This study was approved by the California Health and
Human Services Agency’s Committee for the Protection
of Human Subjects (project number: 2021 —116). All sta-
tistical analyses were conducted with R software (version
4.3.1). The county-level datasets and R scripts used in this
study are publicly available at https://github.com/benmarhn
ia-1ab/ITS review.

Classical ITS Design with Segmented
Regression

In the classical ITS analysis, we implemented the following
segmented regression using a quasi-Poisson model:

log (E [Y1]) = Bo + B1Event, + B2Time;

+ 535 (o cos (250 ) 4 Visin (2rhDonc)) 0
+dDow; + B3 NonsmokePm2.5, + ns (T'meany, df = 3)
+B84RH; + B5Precipitation,

where Y; is the daily count of respiratory hospitalizations
on day t, and Fwvent; is a binary indicator for the smoke
event (coded 1 during the event period and 0 otherwise).
Time, represents the number of days since the start of
the study. Seasonality was modeled using harmonic terms
of day of the year ( Doy,). Day-of-week effects ( Dowz, a
categorical variable) were included to account for weekly
patterns in hospitalizations. We also adjusted for daily
non-smoke PM, 5 concentrations (NonsmokePM2.5;),
mean air temperature ( T'mean;, modeled using a natural
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Table 1 Structure and sample rows of the county-level analytical dataset
Date Time Doy Dow Event Hospitalization Non-smoke PM, 5 Temperature RH Precipitation
2011-01-01 1 1 7 0 85 9.5 9.6 76.6 4.8
2011-01-02 2 2 1 0 87 8.2 9.2 82.5 13.0
2018-11-09 2870 313 6 1 63 8.3 133 49.8 0.0
2018-11-10 2871 314 7 1 58 9.4 12.5 57.0 0.0
2018-11-20 2881 324 3 1 66 8.9 13.5 68.8 1.2
2018-11-21 2882 325 4 0 48 7.1 15.0 67.6 36.1
2018-12-31 2922 365 2 0 64 7.7 10.6 80.1 0.0

This table shows the data structure of the dataset we used for the case study.

Time: the time index from the first to the last day of the dataset.
Doy: day of the year.
Dow: day of the week (Sunday to Saturday, 1-7).

Event: the indicator of the smoke event from 2018-11-09 to 2018-11-20 (0=no, 1 =yes).

Hospitalization: daily respiratory hospitalization counts in San Francisco.

Non-smoke PM, s: daily non-smoke PM, 5 concentration (ug/m?).
Temperature: daily mean air temperature (°C).
RH: daily mean relative humidity (%).

Precipitation: daily total precipitation (mm).

cubic spline with 3 degrees of freedom [dfs]), mean relative
humidity ( RH:), and total precipitation ( Precipitation,)
in the model.

Here, [ is the intercept; (0 ; estimates the immediate
level change associated with the smoke event; [ , captures
the long-term time trend in hospitalizations; and 3 5, 5 4,
and 3 5 are the coefficients for the associations with non-
smoke PM, s, relative humidity, and precipitation. We did
not include an interaction between FEvent; and Time in
the main model, assuming no change in slope over the short
event period.

In secondary analyses, we considered alternative num-
bers of dfs (4 and 5) for air temperature, added an inter-
action between Ewvent, and Time;, used month-of-year
instead of day-of-year in the harmonic terms, and used
a natural cubic spline with 3 dfs for T%me;. The main
model had the lowest quasi-Akaike Information Criterion
(QAIC) value among all specifications (Supplementary
Table 1).

Figure 2a presents the results from the classical ITS
analysis using segmented regression, in which the dashed
grey curve indicates the trend under counterfactual sce-
nario in which the smoke event did not occur (i.e., with
the event indicator set to 0 during the event period). This
model estimated a 14% increase in respiratory hospi-
talizations during the smoke event period (relative risk
[RR]: 1.14; 95% confidence interval [CI]: 1.03, 1.26), cor-
responding to an estimated 90 (95% CI: 69, 110) excess
hospitalizations.

@ Springer

Two-stage ITS Analysis Using ARIMA Models

Segmented regression may not be suitable in all cases, par-
ticularly when it is challenging to adequately model the
autocorrelation structure of the outcome (e.g., detected
by Durbin-Watson test, Breusch-Godfrey test, Ljung-Box
Q-test, or correlograms). As an alternative, ARIMA mod-
els can be used to account for temporal dependence in
time-series data [17]. Different from segmented regres-
sions, ARIMA models explicitly incorporate autoregressive
and moving average components, allowing more accurate
modeling and forecasting of outcomes that exhibit serial
correlation.

In this case study, we applied an Autoregressive Integrated
Moving Average with Exogenous variables (ARIMAX)
model, an extension of the ARIMA model that incorporates
external regressors. External regressors are consistent with
those used in the segmented regression described in Eq. (1).
We demonstrate a two-stage approach. In the first stage,
we fitted an optimized model to pre-event data; in the sec-
ond stage, we applied this model to post-event predictors
to forecast expected respiratory hospitalizations during and
after the event period under the counterfactual scenario of
no smoke event.

We used the automated model selection algorithm in
the forecast R package to identify the optimal parameters
(p,d,q) of the ARIMAX model by minimizing the cor-
rected Akaike information criterion (AICc). p denotes the
order of the autoregressive (AR) component, d is the degree
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Fig. 2 Daily observed, fitted, and expected respiratory hospitalizations
from different ITS modeling approaches. This figure displays the daily
observed counts of respiratory hospitalizations (green circles), the fit-
ted values (yellow curve) and the expected values under the counter-
factual scenario in which the event did not occur (dashed grey curve),

of non-seasonal differencing, and ¢ is the order of the mov-
ing average (MA) part of the model. The selected model
was ARIMAX(2, 1, 3), which can be expressed as follows:

AY, =Y, - Yy o)

AY,= X[ B 4+ 0101+ ¢, AY, , 3)
+e + 0161+ 0262+ 0363

where AY; is the first-differenced outcome to ensure sta-
tionarity, X,” B is the linear combination of all covari-
ates, ¢, and @ , are autoregressive coefficients, and 6 1,
0 o, and 0 3 are moving average coefficients. ¢; is the error
term. In other words, A Y, is modeled as a function of 2
lagged values of AY, 3 lagged values of ¢,, and external
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from the segmented regression (a), ARIMAX model (b), Prophet-
XGBoost model (c¢), and Bayesian ITS model (d). The event period
is highlighted by the orange rectangle. The fitted and expected curves
overlap before (a-d) and after (b and ¢) the event period. The light blue
shaded areas represent the 95% Cls or PIs of the expected values

covariates. The automated algorithm did not recommend a
seasonal model, likely due to the use of first-order differ-
encing and the inclusion of harmonic terms that captured
seasonal variation. The residual diagnostic plots suggest
that the model fits the pre-event data well, with no apparent
patterns in the residuals, no significant remaining autocor-
relation, and an approximately normal distribution of the
residuals (Supplementary Fig. 1).

Then, we applied this model to forecast respiratory hos-
pitalizations during and after the event. The uncertainty was
summarized with 95% prediction intervals (PIs), the range
within which a future value would fall with 95% probabil-
ity, conditional on the selected model. PIs can be obtained
analytically by assuming the forecast errors follow a Gauss-
ian distribution with a variance estimated from the model
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residuals, or via bootstrapping by resampling the historical
residuals of the model to simulate future sample paths and
taking empirical quantiles. In this study, we report the para-
metric PIs in the main text and provide the bootstrapped
intervals (1,000 times) in Supplementary Fig. 2. The inter-
val widths were similar under both methods in our example.

Because the daily county-level respiratory hospitaliza-
tion counts in this case study are relatively large and not
bounded by zero, they are suitable for modeling using
traditional ARIMA models, which assume approximately
normally distributed residuals [17]. Therefore, we directly
applied the classical ARIMA framework in the main analy-
sis to demonstrate the use of automated model selection.
However, extensions of ARIMA to generalized linear mod-
els have been developed to better accommodate count data
and distributional assumptions [23, 24]. As a secondary
analysis, we fitted the same ARIMAX model structure using
a Poisson regression implemented via the #sglm package in
R (Supplementary Table 2) [23]. While both models pro-
duce similar results in our example, this consistency may
not hold in other cases, in which the Poisson regression may
provide better variance estimation.

The in-sample error measures for the ARIMAX fore-
casting model are summarized in Supplementary Table 3.
Figure 2b displays the forecasted respiratory hospitalization
counts from the model. We estimated approximately 174
excess hospitalizations during the smoke event, with wide
uncertainty (95% PI: —47 to 394).

Two-stage ITS Analysis with ML Models

Both segmented regression and ARIMA models assume
that time trends in the pre- and post-event periods can be
expressed as a linear combination of parameters [25].
Although researchers can include interaction and non-linear
terms in the model, if the true relationship between the out-
come and predictors is more complex than what the model
can capture, ITS analyses may produce biased estimates
[25]. Motivated by this limitation, researchers have started
integrating ML approaches into the ITS framework [26, 27].
Many ML algorithms can accommodate non-linear interac-
tions among covariates and complex functional forms. They
have demonstrated strong performance in modeling trends
through data-driven processes, often outperforming linear
models in predictive accuracy [28].

In this case study, we applied Prophet-XGBoost as the
predictive model. Prophet is an additive regression model
for forecasting time series data [29]. XGBoost is a power-
ful gradient boosting framework that models complex, non-
linear relationships and interactions among covariates [30].
In the hybrid model, Prophet decomposes the time series
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into long-term trend, seasonality, and holiday effects, and
XGBoost models the residuals from the Prophet model
through an ensemble of decision trees. We used the Prophet-
XGBoost model as an example in this study, but other ML
algorithms can also be applied in the two-stage ITS design.

Predictors included time-related features (days since the
start of the study, year, month, quarter, day-of-the-week,
day-of-the-month, day-of-the-year, harmonic terms of day
of the year, etc.) and environmental variables up to 7 lag
days (non-smoke PM,s, mean air temperature, relative
humidity, and precipitation). Unlike traditional regression
models, there was no need to pre-specify non-linear trans-
formations for variables such as temperature, as the ML
algorithm can automatically capture non-linear effects. All
relevant time features and lagged environmental predictors
were included with limited concern for multicollinearity,
since the tree-based XGBoost component of the model is
relatively robust to correlated inputs and can selectively
partition the feature space based on predictive relevance
when the sample size is large.

We divided the dataset into three subsets: a training period
(January 1, 2011, to June 30, 2018), a testing period (July 1,
2018, to November 7, 2018), and a post-event period (during
and after the smoke event; November 9, 2018, to December
31, 2018). We applied time-series cross-validation on the
training data using a sliding window approach [31, 32]. A
total of 5 folds with a non-overlapping validation window
were created. Each fold contained a training period of 2
years followed by a 12-month testing period (Supplemen-
tary Fig. 3). Both the Prophet and XGBoost components
were tuned jointly over a space-filling grid of 100 hyper-
parameter combinations. The Prophet parameters tuned
included growth type, changepoint range, and prior scales
for seasonality and changepoints. The XGBoost parameters
tuned included tree depth, learning rate, number of predic-
tors sampled at each split, minimum samples per node, loss
reduction, and early stopping iterations. The optimal param-
eter set is determined by minimizing the Root Mean Square
Error (RMSE) across the cross-validation folds. To quantify
prediction uncertainty, we employed a Moving Block Boot-
strap approach with a block size of 14 days (2=1,000). The
95% empirical CIs (eCls) were derived from the empirical
distribution of these 1,000 predictions, taking the 2.5" and
97.5" percentiles as the lower and upper bounds, respec-
tively. Statistical analyses were conducted with the tidymod-
els and modeltime R packages.

Overall, the model performed well in both training and
testing sets, with an RMSE of 6.84 and 6.50, respectively
(Supplementary Table 4). The model predicted a total of
643 (95% eClI: 594, 690) expected respiratory hospitaliza-
tions during the smoke event period, under the counterfac-
tual scenario, resulting in a total of 95 (95% eCl: 48, 144)
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excess respiratory hospitalizations during the smoke event
(Fig. 2¢).

ITS within a Bayesian Framework

In addition to the complex temporal trends, another impor-
tant consideration in ITS analysis is the spatial patterns
in data. Capturing spatial variations in the health impacts
of exposure events is essential for understanding dispari-
ties in population health, guiding resource allocation, and
designing targeted public health interventions. With panel
data spanning multiple spatial units, all the aforemen-
tioned approaches can be used to estimate event impacts
for each unit (e.g., by adding random intercepts for spatial
units or running models for each unit separately); however,
unless explicitly modeled, they may fail to account for spa-
tial dependency. To account for both temporal and spatial
dependencies in data, researchers proposed ITS models
within a Bayesian hierarchical framework [19].

In this case study, using ZCTA-level data, we imple-
mented the following model with a Poisson regression:

log (E[Y;,+]) = Bo + f1Event, + BoTime,

+ iy (e cos (24 ) + Yisin (2o ) )

+dDow; + Bz NonsmokePM2.5; + 4)
+ns (T'mean; +, df = 3)+ BaRH; ¢

+B5 Precipitation;  + Umonth(t) + Vit €i, ¢

where Y; ; is the daily count of respiratory hospitalizations
in ZCTA ¢ on day t. Umontn(s) is the temporal random
effect over month and v; is the spatial random effect over
ZCTAs. Note that here we use these two random effects
as an example, but researchers can decide the spatial and
temporal units for the random effects based on their specific
cases. All other covariates are consistent with those listed
in Eq. (1).

We followed the prior specification described in Gas-
coigne (2024) [19]. In brief, we specified weakly infor-
mative normal priors for the intercept and fixed-effect
parameters, with a mean of 0 and variance of 1,000. The
temporal random effect was modeled as a first-order random
walk (RW1). The spatial random effect was modeled using
the Besag-York-Mollié 2 (BYM2) model, which represents
a weighted combination of a structured component that cap-
tures spatial dependence among neighboring areas and an
unstructured component that accounts for independent het-
erogeneity [33]. We used penalized complexity (PC) priors
to regularize the variance components of the random effects
[34]. For both temporal and spatial random effects, we set a
PC prior such that the probability of the standard deviation
exceeding 1 was 0.01. Additionally, for the spatial random

effect, the mixing parameter (¢ ) has a PC prior where

Pr(p > 1) =2, which moderately favor unstructured
over structured spatial variation.

To estimate expected hospitalizations under the coun-
terfactual scenario, we generated posterior samples of the
model parameters (n=1,000) and predicted outcomes set-
ting the event indicator to zero while keeping all other
covariates unchanged. The posterior mean and 95% cred-
ible intervals of predicted values were computed across
all samples. This ITS model within a Bayesian hierarchi-
cal framework was fitted using Integrated Nested Laplace
Approximation (INLA), the INLA package in R [35].

The fitted and estimated expected hospitalizations are
shown in Fig. 2d. This model estimates a total of 109 (95%
eCI: 87, 131) excess respiratory hospitalizations during the
smoke event, with an RR of 1.17 (95% CI: 1.09, 1.26) for
the event. Figure 3 displays the attributable fraction (AF;
AF = [excess hospitalizations/observed hospitalizations] x
100%) of respiratory hospitalizations to the smoke event in
each ZCTA in San Francisco. Higher AFs were observed
along the eastern waterfront and southern Bayview region,
whereas the AFs were close to 0 or slightly negative in cen-
tral ZCTAs and western neighborhoods (e.g., Richmond
district). These ZCTA-specific estimates provide a founda-
tion for probing the drivers of the spatial heterogeneity, such
as topography, the built environment, and socioeconomic
conditions.

Discussion

In this review, we introduced different approaches for con-
ducting ITS analyses and compared the results using excess
respiratory hospitalizations during the 2018 wildfire smoke
event in San Francisco as a case study. The segmented
regression (90; 95% CI: 69, 110), Prophet-XGBoost (95;
95% eCl: 48, 144), and the Bayesian hierarchical model
(109; 95% CI: 87, 131) all estimated about 100 excess hos-
pitalizations; the central estimate from the ARIMAX model
was higher (174), but with wide 95% PIs (—47, 394). Based
on the Cochran’s Q test, there is no evidence of heterogene-
ity among these four estimates (P=0.57) (Supplementary
Table 5).

We provide a detailed methodological comparison
in Table 2. Both the classical segmented regression and
Bayesian ITS frameworks require an explicit event indica-
tor, specified based on a pre-assumed model of the event’s
impact. The counterfactual is then generated by setting this
indicator to 0 while holding all other covariates constant. In
contrast, two-stage approaches, such as two-stage ARIMA
ITS and two-stage ML ITS, do not rely on a predefined
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Fig.3 ZCTA-level respiratory
hospitalizations attributable to
the smoke event estimated by the
Bayesian ITS model. This map 37 82°N
displays the attributable fraction ’
(AF) of respiratory hospitaliza-
tions to the smoke event in each
ZCTA in San Francisco
37.80°N
60
37.78°N -
40
20
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-20
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impact model. Instead, they estimate the counterfactual
using purely predictive models trained on pre-event data.
Compared to one-stage models, two-stage ITS designs natu-
rally allow for time-varying effects of the event, inferred
from the daily difference between observed and predicted
outcomes. Although one-stage approaches can also yield
daily excess estimates, the estimated event effect is typically
constant over time unless explicitly modeled using interac-
tions or time-varying structures. It is important to note that
ARIMA and ML models can also be implemented in a one-
stage ITS framework by including an event indicator and fit-
ting the model to the full dataset (both pre- and post-event);
likewise, generalized linear models and Bayesian hierar-
chical models can be adapted to a two-stage ITS design by
restricting model fitting to pre-event data and generating
post-event counterfactual predictions accordingly.

Seasonality and time-varying covariates can be incorporated
into all ITS models through manual specification. However,
classical segmented regression relies entirely on prespecified
terms, while the temporal random effect in Bayesian hierar-
chical models can also capture the residual variation in time.
ARIMA-based ITS models handle seasonality and trends
through differencing and seasonal ARIMA components. ML
models, such as Prophet-XGBoost, offer the greatest flex-
ibility in modeling temporal complexity, which automatically
adapt to complex, nonlinear, and evolving trends and learn
nonlinear and interaction effects automatically.

@ Springer

Autocorrelation violates the usual independence-of-
errors assumption; if left unaddressed it typically yields
incorrect (typically anticonservative) standard errors [36].
Among the four ITS modeling approaches discussed in
our review, only the ARIMA models explicitly incorporate
temporal autocorrelation through autoregressive and mov-
ing average components [17]. Beyond ARIMA, other com-
monly used ways to handle autocorrelation in ITS include
the Prais-Winsten procedure, a form of generalized least
squares method which applies a linear transformation to the
outcome and explanatory variables to decorrelate the error
term [37], and Newey-West adjustment, a method for cal-
culating heteroskedasticity- and autocorrelation-consistent
standard errors in a regression model [38]. These methods
have been introduced in detail and applied in the ITS con-
text with segmented regressions in prior studies [15, 16]. In
ML models (e.g., Prophet-XGBoost), serial autocorrelation
can be accommodated by using time-series bootstrapping
for SE estimation (e.g., moving, circular, or stationary block
bootstrap), and indirectly by including lagged features and
allowing the learning algorithm to capture residual tem-
poral structure. Bayesian ITS can account for temporal
autocorrelation by including appropriately specified tempo-
ral random effects, with posterior intervals reflecting that
dependence conditional on the chosen structure. In terms of
spatial autocorrelation, only the Bayesian ITS framework
directly incorporates it, typically using a spatial random
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Table 2 Comparison of different Classical ITS Two-stage ARIMA Two-stage ML ITS Bayesian ITS
ITS models ITS

How to generate ~ Make predictions  Fit the model using Train the model using ~ Make predic-

the counterfactual

How to handle
seasonality and
complex temporal
trend

How to account
for time-varying
covariates

How to account
for spatial
autocorrelation
How to account
for temporal
autocorrelation

How to validate
the model (valida-
tion strength)
How to handle
time-varying
effect of event

How to measure
the uncertainty

by setting event=0
while holding all

pre-event data and
forecast the outcome

pre-event data and pre-
dict the outcome using

tions by set-
ting event=0

other covariates using the ARIMA predictors that are while holding
constant structure and external unrelated to the event  all other
regressors that are covariates
unrelated to the event constant
Manual Differencing and Automatic adaptation =~ Manual
specification seasonal ARIMA to complex, nonlinear, specification
component and evolving trends and temporal

Directly include in

Include external

Directly include in the

random effects
Directly

the model regressors (ARIMAX) predictors; learn non-  include in the
linear and interaction ~ model
effects automatically
Not modeled Not modeled Not modeled explicitly Spatial ran-
explicitly explicitly dom effect
Not modeled ARIMA structure Not modeled explic- Not modeled
explicitly; manual itly; lags and gradient  explicitly;
adjustment for sea- boosting, time-series  temporal ran-
sonality or lags bootstrap dom effect
Visual inspec- Forecast accuracy Full cross-validation Posterior
tion of fitted vs. metrics and out-of-sample predictive
observed values error metrics checks

Pre-assumed and
manually specified
impact model

Parametric stan-
dard error (SE)
from the regression

Captured by the Captured by the differ- Pre-assumed
difference between ence between observed and manu-
observed and pre- and predicted values ally specified
dicted values impact model
Parametric or boot- Bootstrapping Bayesian
strapped prediction posterior
intervals distributions

effect (e.g., by BYM2 model) [33]. This allows the model
to borrow information from neighboring spatial units and
adjust for unmeasured spatial confounding. The other three
approaches do not account for spatial correlation unless
explicitly modified.

In terms of model validation, the two-stage ML approach
provides the strongest validation framework, with full
cross-validation with expanding or rolling windows [31,
32] and quantitative error metrics on both training and test-
ing sets, making it ideal for predictive evaluation. ARIMA
models and Bayesian hierarchical models support moder-
ate validation through forecast accuracy metrics or posterior
predictive checks, though out-of-sample performance is not
typically assessed. Model validation is most limited in clas-
sical segmented regression, which typically involves visual
inspection of fitted vs. observed values and goodness-of-fit
statistics. Finally, regarding uncertainty estimation, seg-
mented regressions estimate uncertainty using parametric
standard errors. ARIMA models can estimate uncertainty
with either parametric prediction intervals or bootstrap-
ping. In Bayesian hierarchical models, uncertainty can be
measured according to the Bayesian posterior distributions.
For ML models, bootstrapping can be used to estimate

uncertainty, which provides empirical confidence intervals
around predicted outcomes.

Each method has specific tradeoffs. Classical segmented
regression models offer simplicity and great interpretabil-
ity but strongly rely on correct impact model and functional
forms. ARIMA models are straightforward and inherently
account for autocorrelation and seasonality, but they are less
flexible in modeling nonlinear or nonstationary patterns,
and their predictive uncertainty can be large. ML-based
approaches provide high flexibility and strong predictive
performance, particularly in the presence of complex, non-
linear relationships and lagged covariate effects, but they
are computational demanding, and the complexity can
make it difficult for researchers to explicitly state and test
the underlying assumptions [18]. Bayesian ITS framework
accounts for both spatial and temporal dependencies, but
at the cost of higher complexity and demands of computa-
tional resources. The choice of method should be guided by
the specific research goal and priority, the size of data, and
the availability of prior knowledge.

There are different settings we did not cover in
this paper that we would like to acknowledge. First,
we focused on a single intervention and did not cover
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situations with staggered or repeated interventions. For
example, it is possible that a given community can be
exposed to multiple wildfire smoke events or to com-
pounded events (e.g., a heat wave can occur before, dur-
ing, or after the wildfire smoke event). Recent advances
in literature have proposed solutions to deal with such
situations [39]. Second, we did not consider heterog-
enous effects of the intervention across subgroups in the
affected population. In the literature of time-series analy-
sis, simple approaches based on stratification (coupled
with heterogeneity tests) [40] or by modeling an outcome
that directly compares the outcomes across two or multi-
ple groups [41] have been used and can be easily adapted
to ITS settings. Third, we did not consider possible indi-
rect effects regarding how the exposure of interest may
affect the health outcome. For example, if the exposure
of interest is a heatwave, it is possible to decompose the
total effect into direct (temperature effects) and indirect
(e.g., through an increase in tropospheric ozone) effects
which has been done in traditional time-series settings
[42] and can be adapted to ITS analyses. That can be
also helpful for environmental policies that include mul-
tiple components and affect multiple areas to understand
which components contribute the most to potential health
benefits [43].

The use of ITS analyses can be particularly useful for
environmental epidemiologists to analyze the acute health
effects of extreme weather events or environmental policies.
In this paper, we provide an overview and comparison of
multiple ITS methods. We describe a step-by-step approach
to guide researchers who may be interested in implementing
such methods, detail features of each ITS approach, and pro-
vide datasets and R scripts to facilitate such implementation.

Supplementary Information The online version contains
supplementary material available at https://doi.org/10.1007/s40572-0
25-00517-3.
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